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Abstract

Low-Power and Lossy Wireless Networks (LLWNs) form a fundamental communication substrate
for the Internet of Things (IoT), interconnecting constrained devices across diverse application
domains such as environmental monitoring, smart infrastructure, healthcare, and industrial sensing.
These networks operate under severe memory, processing, energy, and bandwidth limitations while
relying on unreliable multi-hop wireless links. At the same time, LLWN deployments are exposed
to evolving operating conditions, including topology changes, link-quality variations, heterogeneous
application requirements, and changing traffic profiles. As a result, LLWNs must continuously

balance communication reliability and resource efficiency in constrained and dynamic environments.

Despite this need for adaptability, LLWN devices have historically relied on monolithic network
stacks in which protocol logic is tightly integrated into the firmware and fixed at compile time.
Consequently, even minor modifications to the network stack often require large firmware updates,
making protocol evolution costly, slow, and impractical while also causing network-state loss and
risking connectivity disruptions. These limitations have led to static network-stack configurations
that cannot efficiently adapt to evolving conditions, particularly under changing traffic patterns,
thereby highlighting the need for networks that are both programmable and capable of dynamic

runtime adaptation.

This thesis aims to advance the programmability and adaptability of LLWNSs. First, it introduces
a programmable modular network-stack architecture that decomposes protocol logic into lightweight
virtual functions coordinated by a central orchestrator. By enabling fine-grained composition and
over-the-air management of protocol components, this architecture supports fast, selective runtime
updates while respecting the strict resource constraints of LLWN devices, thereby bridging the
gap between programmability and efficiency. Second, the thesis enables flexible control plane
deployments, in particular, hybrid control plane models that combine local in-network autonomy
with optional global orchestration. These hybrid models are then used to support state-preserving
runtime updates of the fine-grained network stack. This is necessary because decomposing the stack
into independent modules creates interdependencies and shared state among protocol components,
which may lead to post-update inconsistencies or require state reconstruction if this state is not
handled explicitly. Third, the thesis develops a global, intelligent, traffic-aware framework for
LLWN medium access control. This framework aims to make LLWNs proactively self-adaptive by
integrating runtime monitoring, short-horizon prediction, recommendation, and online adaptation

of the running configurations.

Overall, this thesis shows that LLWNs can evolve from rigid, statically configured network
stacks toward programmable, state-aware, and self-adaptive designs capable of operating efficiently

under dynamic and constrained conditions.
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Introduction

Chapter contents

1.1 Economic Impact of LLWNs . . . . . . . . .. .. ... ... 3
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1.3 Thesis Organization and Contributions . . . . . . .. ... ... ... .... 6
1.4 List of Publications . . . . . . . . . . .. .. ... 8

The Internet of Things (IoT) has extended Internet connectivity beyond traditional
computing devices and mobile smartphones to embedded sensing and actuating devices
that interconnect wirelessly. This new category of devices has enabled a wide range of
application domains driven by the need to monitor diverse environments, detect changes,
and react to them. At the same time, these devices exhibit specific characteristics imposed
by their typically low cost and large-scale deployment [1]. A fundamental characteristic
of these devices is their power constraint, as they are often battery-powered and must
operate for extended periods. In addition, they are constrained in memory and processing
capacity because of their limited power budget and small physical size. These limitations,
in turn, make their wireless communication inherently constrained in terms of throughput
and transmission range. In this context, the network must operate under severe resource
constraints while still providing reliable communication, energy efficiency, and long-term

autonomy [2].

Low-Power and Lossy Wireless Networks (LLWNS), or more generally Low-Power and
Lossy Networks (LLNs), represent the communication infrastructure of such deployments.
The IETF defines LLNs as networks where both routers and the links interconnecting them
are constrained. LLN routers typically operate with limited resources, while their links are
characterized by low data rates, instability, and high loss rates. These networks may range

from a few dozen to thousands of nodes and commonly rely on multi-hop communication,
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where nodes cooperate to deliver traffic toward a destination, such as a sink or border
router. As a result, each node can act both as a source of its own data and as a forwarder

for packets generated by neighboring nodes [3].

LLWNSs are used in a wide range of application domains, beginning with environmental
monitoring and early disaster response, such as forest-fire protection and flood detection.
They also play an important role in industrial automation by supporting production
optimization, and in healthcare by enabling continuous patient monitoring and rapid
intervention [4]. Smart cities represent one of the fastest-growing application domains,
supporting automated and efficient management of parking, streets, waste, energy, buildings,

and homes [5].

1.1 Economic Impact of LLWNs

The economic importance of LLWNs is linked to the broader growth of IoT and connected
embedded systems. Figure 1.1 reports that the number of connected IoT devices reached
18.6 billion in 2024 and is projected to increase to 55 billion by 2035 [6]. This growth
reflects the increasing deployment of connected objects in industrial, urban, environmental,
agricultural, and healthcare systems.

60-
55.0

Actuals until Q4/2024

Billions of connections
N w sy w
o o o o

=
o

0-
2020a 2021a 2022a 2023a 2024a 2025f 2026f 2027f 2028f 2029f 2030f 2031f 2032f 2033f 2034f 2035f

Figure 1.1: Number of connected IoT devices between 2020 and 2035 [6]

The economic potential of IoT is also substantial. McKinsey estimates that IoT could
enable between USD 5.5 trillion and USD 12.6 trillion in global economic value by 2030,
depending on the ability of organizations and industries to capture value from connected
systems [7]. A large part of this potential relies on the deployment of sensors and actuators in
physical environments, where LLWNs provide low-cost and energy-efficient communication
for distributed monitoring and control. More specialized markets further illustrate the
relevance of LLWN technologies. The global sensors and actuators market was valued at
USD 13.5 billion in 2024 and is estimated to grow at an annual rate of 17.5% between 2025
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and 2034 [8].
These figures show that LLWN-like deployments are not simply a research topic, but

key enablers of the global technology economy, supporting industrial digitalization, smart
infrastructure, predictive maintenance, energy optimization, and large-scale environmental
sensing. The deployment of thousands of constrained devices becomes economically
meaningful only if they can remain operational for years, adapt to evolving requirements,
and preserve reliable communication under changing conditions. Therefore, improving
the ability of LLWNs to evolve after deployment is a fundamental requirement for both

technical and economic sustainability.

1.2 Open Scientific Issues in LLWN

The wireless nature of LLWNs makes communication inherently dynamic. This dynamicity
arises from environmental changes, mutual interference among devices, power depletion,
and mobility requirements in some applications, all of which cause topology variations and
affect communication performance, making communication links unstable and prone to
high packet loss [9]. In addition, LLWN applications exhibit various Quality of Service
(QoS) requirements, and each application can generate variable traffic rates depending
on environmental events [10]. These dynamic environmental conditions, combined with
the diversity of QoS requirements and traffic patterns, require network protocols to be
reconfigured. As a result, most software updates in LLWNs target the network stack
to enhance performance [11]. Despite their economic and social importance, LLWNs
remain difficult to maintain and optimize after deployment. Their design is often rigid and
hardware-centric, while operating conditions, traffic demands, and resource availability

change continuously [12].

LLWNSs face three main research issues in network stack updates that motivate this
thesis: efficient runtime network updates, control and decision-making placement, and

resource-constrained performance optimization.

Efficient runtime network updates. First, efficient network stack reconfiguration is
a major challenge because LLWN devices are highly constrained in memory, processing
capacity, energy supply, and communication throughput. These constraints have historically
encouraged compact and tightly integrated network stacks, in which protocol logic is bound
at compile time [13]. However, such designs become rigid once deployed. Even minor
protocol changes, such as modifying routing behavior, adding a reliability mechanism,
or tuning a Medium Access Control (MAC)-layer function, may require replacing entire
integrated software components, including those that have not been modified. LLWNs
usually rely on Over-the-Air (OTA) mechanisms to deliver such updates remotely, avoiding
physical access to deployed devices and reducing operational and maintenance costs [14].

However, conventional OTA updates become inefficient in LLWNs when they involve
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transmitting large binaries over throughput-limited, lossy, and often multi-hop links that
must also carry application traffic [15]. In addition, such updates are semantically blind,
as they are performed without explicitly reasoning about the role of the updated protocol
functions, their dependencies on other stack components, or the runtime state that must
be preserved. This lack of semantic awareness may lead to inconsistent protocol behavior,
connectivity interruptions, and temporary service disruption. Consequently, conventional
updates can increase service downtime, energy consumption, network congestion, and the

probability of update failure.

Control and decision-making placement. Second, the placement of the control plane,
which is responsible for packet-forwarding decisions, remains an open question in LLWNs.
Early LLWN deployments adopted a distributed control plane approach in which each node
hosts its own local decision-making and forwarding functionalities. Nodes exchange control
information to construct and maintain local decisions, which makes them autonomous and
more robust to failures and errors. However, this deployment suffers from slow convergence,
local sub-optimality, and costly traditional updates when the control logic must be modified
across many nodes [16]. More recent approaches move decision-making to a central entity
while leaving only forwarding functionalities on the nodes [17]. This approach improves the
programmability of the control plane by updating only the central entity hosting the control
logic, provides a global network view, and enables network-wide optimization. Its main
limitation, however, is its dependence on a reliable control path between the central control
plane and the constrained nodes. In LLWNSs, this path is itself lossy, throughput-limited,
and often multi-hop, which can delay the dissemination of decisions. Therefore, no single

control plane deployment model remains optimal under all network conditions [18].

Resource-constrained performance optimization. Third, performance optimization
under resource constraints is difficult because LLWNs must constantly balance reliability and
latency against energy efficiency under changing operating conditions. Radio transmission
and reception represent major sources of power consumption in LLWN devices [19], making
periodic sleeping phases necessary to extend device lifetime. Increasing reliability and
reducing latency generally require longer radio activity periods. In contrast, aggressive
sleeping saves energy, but may degrade reliability and increase latency when traffic increases.
This trade-off becomes even more complex because LLWN conditions are not stationary [20].
Application traffic may alternate between sporadic monitoring and intensive event-driven
phases, while link quality and forwarding roles in the multi-hop topology may also evolve
over time. A static network configuration may therefore be efficient under certain conditions,
but inadequate under others [21]. This creates the need for adaptive mechanisms capable
of reconfiguring network operation while respecting the strict resource constraints of LLWN

devices.

Together, these three issues show that LLWNs require more than isolated protocol-
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level improvements. They call for programmable and adaptive network solutions capable
of reconfiguring the network stack at runtime, ranging from parameter tuning to the
replacement, composition, or switching of protocol functions. To be effective in constrained
deployments, such architectures must support efficient runtime OTA updates, flexible
control plane deployment, and continuous performance optimization while respecting these

constraints.

These issues motivate the central problem addressed in this thesis: how to make
LLWNs programmable, adaptable, and self-reconfigurable while respecting the
strict resource constraints of embedded wireless devices? This central problem is
decomposed into three research questions, which are addressed through a progressive set of

contributions presented in the next section.

1.3 Thesis Organization and Contributions

The remainder of this thesis is organized as follows.

Chapter 2 presents the background required for this work. It introduces LLWNs by
explaining their main constraints and application domains, together with the different traffic
regimes they generate. The chapter then describes the main protocol-stack components
used in LLWNs, with particular emphasis on the protocols studied in this thesis. Finally,
it discusses medium-access mechanisms in LLWNs and compares their respective strengths

and limitations.

Chapter 3 reviews the state of the art along three main directions. First, it examines
existing network-update solutions and discusses their limitations and lack of suitability
for LLWN constraints. Second, it reviews the available control plane deployments and
compares their strengths and limitations, thereby motivating hybrid deployments. Hybrid
deployments are then analyzed through their different realizations in wired networks,
wireless networks, and LLWNs. Finally, the chapter studies adaptive wireless networks, with
a particular focus on the MAC layer and machine-learning-based solutions for automating

wireless network management.

Chapter 4 presents the first scientific contribution of the thesis by addressing the
following questions: How can the network stack of constrained LLWN devices be
made programmable without violating their memory, energy, and processing
constraints? To what extent can a modular network-stack design make updates
selective in order to reduce update size, update time, and failure probability?
The chapter proposes a new LLWN architecture based on a network stack built from
lightweight virtual functions, providing modularity at the network-function level. It
also evaluates the achieved gains in terms of update size and update time while ensuring
compliance with LLWN resource constraints in memory, power consumption, and processing

overhead.
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Chapter 5 focuses on the following questions: How can LLWNs support flexible
control plane deployment models, including distributed, centralized, and hybrid
control? How can runtime updates to LLWN network stacks be made seman-
tically aware and state-preserving? This chapter constitutes the second scientific
contribution of the thesis. It extends the proposed architecture to support enhanced
versions of distributed and centralized control plane deployments and introduces a hybrid
deployment that addresses the limitations of both approaches while enabling stateful
network updates. It then demonstrates the superiority of hybrid deployments through
different evaluation scenarios comparing them with fully distributed and fully centralized

control plane deployments.

Chapter 6 presents the third scientific contribution of the thesis by addressing the
following question: How can LLWNs become self-adaptive and provide proactive
reconfiguration of the network stack? This chapter develops a closed-loop framework
for MAC-layer adaptation in multi-hop LLWNs. The framework combines runtime moni-
toring, short-horizon forecasting of future network performance, and online reconfiguration
of the network stack to maintain the required performance. It responds proactively to
changes in network conditions and traffic regimes while preserving the required QoS and

minimizing power consumption.

Chapter 7 concludes the thesis by summarizing the main findings, discussing the

limitations, and outlining future research directions.
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Figure 1.2: Thesis contributions
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All three contributions are evaluated through real-world experimental scenarios, thereby
validating the proposed solutions under realistic LLWN operating conditions and across

diverse network topologies and traffic regimes.

In conclusion, the contributions of this thesis are distributed between LLWN devices
and the network orchestration, as illustrated in Figure 1.2. The first contribution focuses on
enabling devices to accept selective updates through a modular design at the function level.
This design enables frequent and fast updates with a high probability of success in order
to maintain performance or achieve a new performance level. The second contribution
addresses orchestration by introducing semantic management capabilities to support
modular updates, including update preparation, state augmentation, and distributed
deployment across devices via hybrid control plane architectures. The third contribution
extends orchestration with intelligence to automate reconfiguration decisions according to
the required performance level and the current operating conditions. Taken together, these
three contributions provide a closed-loop framework for automating network updates. The
loop begins with collecting performance metrics and environmental conditions, analyzing
them, and triggering network updates accordingly. These updates are then prepared for
distribution and can be enriched with state information to ensure transparent installation

in the modular network stacks of the devices.
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2.1 Low-Power and Lossy Wireless Networks

Low-power and lossy wireless networks (LLWNSs) are a fundamental communication sub-
strate for the Internet of Things (IoT). Figure 2.1 illustrates a representative LLWN
composed of constrained wireless nodes, which act as sensors or actuators, and a border
router, or sink, responsible for connecting the network to the Internet. These nodes
communicate over lossy and throughput-limited wireless links and often rely on multi-hop
transmission, where intermediate nodes forward packets toward the sink. LLWNs are
deployed in domains where conventional communication infrastructure is costly, energy-
demanding, or difficult to install, including environmental monitoring, building automation,

smart cities, industrial supervision, healthcare, and critical monitoring [22]. In these

11
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settings, the network must operate for long periods with little human intervention while
supporting sensing, reporting, actuation, and control. Unlike conventional wireless net-
works, which often prioritize connectivity and throughput, LLWNs must provide reliable
communication under severe constraints in energy, memory, processing capacity, and link

quality.

Border Router/Sink f

Internet

(d

¥
LLWN node

Figure 2.1: Representative LLWN consisting of constrained nodes and a gateway

2.1.1 Characteristics of LLWNs

A first defining property of LLWNs is device constraints. Nodes are typically low-cost,
small, and battery-powered, and are equipped with low-power radios and microcontrollers
that provide limited processing power, RAM, and Flash memory. These limitations directly
shape protocol design: large routing tables, complex algorithms, heavy security mechanisms,
and memory-intensive protocol implementations may be impractical or may shorten network
lifetime [23]. Limited buffering also becomes critical under retransmissions or intensive
traffic, while limited processing capacity restricts the complexity of runtime decision-making
and packet processing. Consequently, LLWN protocols must remain lightweight in both

code size and execution cost [24].

A second property of LLWNs is low-rate, short-range communication. Many LLWNs
rely on bandwidth-constrained links that offer modest bit rates, small frame sizes, and low
transmission power. These characteristics make the direct use of conventional Internet
protocols challenging because such protocols assume larger frame sizes than LLWN links
can natively support. Adaptation mechanisms such as 6LoWPAN are therefore required
to enable Internet Protocol (IP)-based communication over LLWNs through header com-
pression, fragmentation, and adaptation-layer forwarding. However, this also means that
even basic packet delivery requires careful management of protocol overhead, buffering,

fragmentation, and retransmission costs [23].

Because low-power radios have limited communication range, LLWNs commonly rely on
multi-hop forwarding to cover larger areas without increasing transmission power. While
multi-hop communication extends coverage at low energy cost, it also introduces routing

maintenance overhead, forwarding load, and topology-dependent bottlenecks [25]. As a
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result, nodes play different roles depending on their position in the routing topology. Leaf
nodes mainly generate and transmit their own data, whereas intermediate forwarding
nodes, especially those located close to the sink or located at the end of a transmission
path, must relay both their own traffic and the traffic generated by other nodes. These
unequal forwarding responsibilities lead to significant differences in reliability, latency,
queue occupancy, and energy consumption across the network [26]. As a result, LLWN
performance cannot be assessed solely through global averages, since such averages hide

the effects of node role, hop distance, forwarding burden, and local link quality.

LLWNs commonly operate in shared frequency bands and are characterized by lossy
and unstable links. Low-power wireless communication is affected by interference, fading,
obstacles, asymmetric links, and external traffic in the shared spectrum [10]. As a result,
link quality may vary over time, causing transmission failures, busy-channel events, retrans-
missions, and packet drops. These effects reduce reliability and consume energy even when
no useful data is successfully delivered [24]. Similarly, LLWN topology is dynamic: even
when nodes remain physically fixed, logical routes evolve as routing protocols recompute
next hops based on changing link metrics, requiring continuous adaptation while limiting

control overhead [27].

These characteristics create a persistent reliability—energy trade-off. Reliability requires
mechanisms such as channel listening, acknowledgments, and retransmissions, whereas
energy efficiency requires limiting radio activity. Since the radio is one of the dominant
energy consumers in low-power nodes [19], increasing communication opportunities can
shorten network lifetime, while aggressive sleeping can increase latency, collisions, queue
drops, and packet loss [26]. The same constraints also affect software evolution: deployed
nodes may require updates to fix faults, patch vulnerabilities, adapt to new requirements, or
respond to changing conditions. However, the limited bandwidth, restricted memory, lossy

links, and the risk of state loss make conventional OTA firmware replacement costly [13].

2.1.2 Applications and Traffic Regimes

LLWNSs support a broad range of Internet of Things (IoT) applications in which constrained
embedded devices observe, report, and sometimes react to physical-world phenomena. These
applications are deployed in domains such as environmental monitoring, smart buildings
and cities, industrial supervision, and healthcare, where wired infrastructure is often costly,
difficult to maintain, or physically impractical, and where devices must operate for long
periods under strict energy, memory, and processing constraints [28, 29]. Although these
domains share similar communication constraints, they differ significantly in their sensing
objectives, reporting frequency, and performance requirements, including latency, reliability,
and tolerance to packet loss. As a result, LLWN traffic cannot be represented by a single
uniform model. Instead, it includes periodic low-rate reports, such as temperature, energy,
or environmental measurements sent at regular intervals; sporadic event-triggered messages,

such as motion detection, access-control notifications, or occasional alarms; and bursty
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traffic, where several packets are generated within a short time due to correlated events
such as fires, floods, industrial faults, emergency situations, or infrastructure failures [30,
31, 32, 33].

These examples show that LLWN traffic is shaped both by the monitored phenomenon
and by the application objective. Periodic low-rate sensing is a common baseline regime.
In this case, nodes generate small packets at regular intervals, making packet arrivals
predictable and channel access easier to configure. When transmissions are distributed
over time, contention remains moderate, queues are less likely to overflow, and low-power
MAC protocols can keep the radio asleep for long periods between scheduled or expected
transmissions. Sporadic traffic, by contrast, is generated irregularly and only when
occasional events occur. Although it is often low-rate over the long term, it is less predictable
than periodic traffic because packet generation does not follow a fixed interval. In this
traffic regime, MAC protocols can also keep the radio asleep for long periods, but they
must remain responsive to irregular event-triggered transmissions. Bursty traffic is more
difficult to handle because many packets are generated within short high-intensity intervals
separated by idle periods. Although the long-term average rate may remain low, the
instantaneous load can exceed the service capacity of a low-power medium-access scheme.
Queues then build up, especially at intermediate forwarding nodes, and limited buffers
may lead to packet drops before transmission. As a result, a communication protocol
configuration selected for average traffic may become unreliable during bursts, even if it

performs well under periodic or sporadic operation [30].

The coexistence of periodic, sporadic, and bursty regimes is therefore central to LLWN
protocol design. Periodic traffic favors predictable access and efficient low-power operation,
while sporadic traffic requires responsiveness to irregular event-triggered transmissions
without wasting energy during long idle periods. Bursty traffic, in contrast, requires
temporary increases in service capacity and improved channel access mechanisms to limit
collisions under high contention [31]. A worst-case configuration may preserve reliability
during bursts, but waste energy during normal periodic or sporadic operation. Conversely,
an energy-optimized configuration may be efficient under periodic or sporadic low-rate
traffic, but fail when sudden events generate correlated packet arrivals. The appropriate
operating point is therefore application-dependent, traffic-dependent, topology-dependent,
and time-varying [34].

In summary, LLWNs support a wide range of application domains that differ not only
in what they monitor, but also in when and how they generate traffic. Some applications
produce regular periodic low-rate reports, others generate sporadic event-triggered messages
after long silent periods, and some produce bursty traffic when events cause many packets
to be generated within a short time. These behaviors can also coexist within the same
deployment, where traffic patterns evolve over time, making traffic-aware communication

protocol tuning essential for maintaining reliability and energy efficiency.
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2.2 Communication Protocol Stack for LLWNs

CoAP Application Layer
UDP
IPv6 / RPL
6LoWPAN
IEEE 802.15.4 MAC
IEEE 802.15.4 PHY

Figure 2.2: LLWN network protocol stack

LLWNSs can rely on different protocol families and ecosystems. In this thesis, the focus is
placed on the IP-based protocol stack proposed and supported by the IETF for constrained
low-power networks. This stack follows the layered Internet architecture, but each layer
must be adapted to the constraints of low-power devices, small frame sizes, low data rates,
lossy links, and multi-hop routing. A commonly adopted standardized stack, illustrated
in Figure 2.2, combines IEEE 802.15.4 at the physical and MAC layers, 6LoWPAN as an
adaptation layer, Internet Protocol Version 6 (IPv6) at the network layer, Routing Protocol
for Low-Power and Lossy Networks (RPL) for routing, User Datagram Protocol (UDP)
at the transport layer, and Constrained Application Protocol (CoAP) at the application
layer [35, 36, 37]. However, this representation should be understood as a simplified view
of the broader IETF ecosystem, which may also include additional sublayers or protocols
for schedule management, end-to-end security, and network joining. This stack provides
the baseline architecture on which this thesis examines programmability, runtime updates,

and adaptive MAC-layer control.

2.2.1 Protocol Stack Overview

This subsection introduces the protocols commonly adopted in LLWNs at each layer of the

communication stack.

2.2.1.1 Physical and MAC Layers

At the physical and data-link layers, IEEE 802.15.4 [38] provides low-power, low-cost,
and short-range communication for low-rate wireless personal area networks. It defines
radio characteristics, frequency bands, modulation schemes, data rates, frame formats,
acknowledgments, and retransmission mechanisms. IEEE 802.15.4 includes several MAC

operation modes. Contention-based access relies on CSMA /CA, where nodes sense the
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medium, back off, and transmit when the channel becomes available. This mode is simple
and widely supported, but it remains sensitive to contention, collisions, and retransmis-
sions, especially when several nodes transmit simultaneously. More recent IEEE 802.15.4
evolutions introduced deterministic time-slotted operation, notably TSCH, which combines

time synchronization, channel hopping, and scheduled transmissions.

2.2.1.2 Adaptation and Network Layers

The small IEEE 802.15.4 frame size is incompatible with the assumptions of native IPv6
packets. IPv6 over Low-Power Wireless Personal Area Networks (6LoWPAN) [39] addresses
this mismatch by introducing an adaptation layer between IEEE 802.15.4 and IPv6. It
enables IPv6 over constrained links through header compression, fragmentation, and
reassembly. On top of 6LoWPAN, IPv6 provides addressing, interoperability, and end-to-
end network-layer semantics, allowing constrained devices to integrate with existing IP
infrastructure [40]. However, this interoperability comes with additional constraints at the
adaptation layer. When packets cannot fit into a single IEEE 802.15.4 frame, 6LoOWPAN

fragmentation increases transmission overhead, loss sensitivity, and reassembly complexity.

2.2.1.3 Routing in LLWN

Routing is provided primarily by RPL [41]. RPL organizes the network as a Destination-
Oriented Directed Acyclic Graph (DODAG) rooted at a sink or border router, which serves
as a collection point and often provides connectivity to external IPv6 networks [42]. The
DODAG is built through the exchange of control messages. The root initiates topology
formation by disseminating DODAG Information Object (DIO) messages that advertise
the DODAG information. Upon receiving DIO messages from neighboring nodes, a node
computes its rank, identifies one or more candidate parents, and selects a preferred parent
according to the objective function. In RPL, the rank is a scalar value that represents a
node’s relative position within the DODAG with respect to the root. Rank increases as
nodes move farther away from the root according to the routing metric being used, and
it helps prevent routing loops by ensuring that packets are forwarded toward nodes with
lower ranks. The objective function defines how ranks are computed and how parents are
selected. It specifies the routing metrics and constraints to consider, such as hop count, link
quality, latency, reliability, or energy consumption, thereby determining the criteria used to
build and optimize routing paths. Through this process, upward routes are progressively
established from all nodes toward the root. Nodes may also send DODAG Information
Solicitation (DIS) messages to request DIO information from neighbors, for example when

joining the network or when local routing information becomes stale.

Once the DODAG is formed, upward routing is naturally supported by forwarding
packets from each node to its preferred parent until they reach the root. This traffic

direction is common in LLWN monitoring applications, where sensors report measurements
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to a sink. Downward routing, from the root to the internal nodes, requires additional
route construction. For this purpose, RPL uses Destination Advertisement Object (DAO)
messages. A node sends DAO information to advertise reachability to itself and to
destinations in its sub-DODAG, depending on the operating mode. DAO messages may be
acknowledged through Destination Advertisement Object Acknowledgment (DAO-ACK)
messages, which help to confirm the installation of the downward routing state [41]. Thus,
while DIO messages primarily support DODAG formation and maintenance, DAO messages

enable the establishment of downward routes.

Figure 2.3: Comparison of RPL non-storing and storing modes of operation

RPL defines two main modes for downward routing, namely non-storing and storing,
as illustrated in Figure 2.3. In non-storing mode, intermediate nodes do not maintain
downward routing tables for their descendants. Instead, DAO messages are sent upward to
the root, which becomes responsible for storing downward topology information. When
the root needs to send a packet to a node, it includes the route in the packet header using
source routing. This reduces memory requirements on intermediate nodes and simplifies
their forwarding state, but it increases the responsibility of the root and may introduce
additional header overhead, especially over long multi-hop paths. In addition, the packet
path may become non-optimal, since downward traffic must always traverse the root so

that the source route can be inserted [42].

In storing mode, downward routing state is distributed across the network. Nodes
advertise reachability information through DAO messages, and intermediate routers may
store routing entries for destinations located in their sub-DODAG. Downward packets can
then be forwarded hop by hop using local routing tables [41]. This reduces source-routing
overhead, but may create memory pressure on constrained intermediate nodes, especially
those close to the root or those with many descendants, as they must aggregate and
maintain multiple routes. The choice between storing and non-storing modes therefore

reflects a trade-off among distributed memory usage, scalability, root complexity, packet
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overhead, and path length.

In addition to these upward and downward routing operations, RPL also supports
point-to-point (P2P) communication between nodes within the LLWN to establish more
direct routes between communicating nodes when needed, reducing path length and latency

for specific communication patterns.

2.2.1.4 Transport and Application Layer

At the transport layer, LLWNs commonly use UDP because it avoids connection establish-
ment, congestion-control state, retransmission buffers, and complex reliability mechanisms,
making it well suited to small independent messages [43]. UDP delegates reliability to
other layers, so packet loss must be handled at the link layer, the application layer, or
through protocol-specific mechanisms. At the application layer, CoAP provides a compact
REST-like model over UDP, with methods such as GET, POST, PUT, and DELETE,
together with optional lightweight reliability based on confirmable messages and acknowl-
edgments [44]. This makes CoAP suitable for sensing, configuration, and management

operations.

Taken together, IEEE 802.15.4, 6LoWPAN, IPv6, RPL, UDP, and CoAP form a
protocol stack that enables Internet interoperability while accommodating the constraints
of low-power wireless networks. Moreover, this communication protocol stack is often
compiled into monolithic firmware, so modifying a routing behavior, a transport reliability

mechanism, or a MAC parameter may require rebuilding and redistributing a large binary.

2.2.2 Functional Decomposition of Network Operation
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Figure 2.4: Control Plane Deployments: (a) Distributed, (b) Centralized

General network architectures, and therefore LLWN protocol architectures, can be
analyzed through three planes: the data plane, the control plane, and the management

plane. This separation clarifies which functions process packets, which functions decide
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how packets are forwarded or scheduled, and which functions supervise, configure, and
update the network [45].

The data plane directly handles data packets. It receives frames from the radio, parses
headers, performs local packet processing, follows the outgoing interface or next hop selected
by the control plane, and transmits packets. In LLWNSs, this includes IEEE 802.15.4 frame
handling, 6LoWPAN adaptation, and IPv6 forwarding. Because nodes are constrained,
data-plane operations must remain simple, fast, and memory-efficient; even small increases
in packet-processing complexity can affect latency, energy consumption, and feasibility on

constrained devices [46].

The control plane determines how the data plane should behave. It constructs and
maintains routes, selects next hops, computes scheduling decisions, allocates resources, and
defines policy rules. Depending on its placement, two traditional deployment models can
be distinguished: distributed and centralized control planes, as illustrated in Figure 2.4. In
conventional distributed LLWNs, control plane logic is embedded in each node. RPL is
a representative example of a distributed routing control plane: nodes exchange control
messages, compute ranks, select next hops, and maintain routing state. Contention-based
MAC protocols also include local control decisions, such as when to transmit, back off, or
retry. This distributed placement provides autonomy and resilience, but it limits global
optimization because nodes act mainly on the basis of local information and exchange

control information over the same unreliable links used by the data plane [47].

In a centralized control plane deployment, the control plane is separated from the
data plane by placing decision-making in a logically centralized controller that installs
rules in the nodes [48]. Centralization improves programmability by concentrating control
modifications in a single entity and it enables global optimization, but it is difficult to
realize efficiently in LLWNs because state collection and rule dissemination must traverse
low-power, lossy, multi-hop links. A purely centralized control plane may therefore become

fragile under congestion, interference, or node failures [49].

The management plane observes, configures, updates, and orchestrates the network.
Whereas the control plane determines how the network behaves, the management plane
evaluates whether this behavior satisfies operational objectives. It includes monitoring,
telemetry collection, configuration management, software update delivery, fault handling,
policy enforcement, and runtime orchestration [50]. This plane is essential in long-lived
deployments where applications, environments, and security requirements evolve. In
centralized control plane deployments, the management plane usually coexists centrally
with the control plane, and both use the same backhaul link with the devices to transmit

control and management data, as illustrated in Figure 2.4.

This plane-based view also exposes the limitations of conventional monolithic stacks, in
which data plane processing, control plane logic, and management functions are compiled
into a single firmware image. Even a small change may require rebuilding and redistributing

the whole stack, without any semantic distinction between parameter tuning, packet-
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processing modification, routing update, or management-logic replacement.

2.3 Medium Access Control in LLWNs

The MAC layer plays a central role in LLWN performance because it directly determines
when nodes can access the wireless medium, how long radios remain active, and how
effectively traffic can be served under constrained energy budgets. MAC protocols must
carefully balance communication opportunities with sleeping periods to reduce energy use
while preserving acceptable reliability and latency [51]. Broadly, LLWN MAC protocols can
be classified into two main families according to their access mechanism: contention-free
protocols, which organize transmissions through explicit scheduling and contention-based
protocols, which rely on probabilistic channel access. The first category provides more
predictable access to the medium and stronger service guarantees, whereas the second

reduces coordination overhead and remains lightweight.

2.3.1 Contention-free MAC Protocols

Contention-free MAC protocols provide predictable transmission opportunities by organiz-
ing medium access in time, frequency, or both. Time Division Multiple Access (TDMA) is
the classical example in which time is divided into slots and transmissions are allocated to
avoid conflicts [52]. In LLWNSs, this approach reduces collisions while also decreasing latency

variability and enabling operation close to the maximum achievable service capacity [53].

In TDMA-based access, a node transmits and receives only during its allocated slot and
remains silent or sleeps otherwise. This can improve energy efficiency by almost eliminating

idle listening and retransmissions.

TDMA is particularly well suited to predictable traffic because the scheduler can allocate
transmission slots according to expected packet arrivals. It can also support bursty traffic
by temporarily increasing the number of allocated transmission slots during burst periods.
Event-driven traffic may create short bursts that contention-based MAC protocols cannot
drain efficiently. ATMA, for example, combines advertisement and reservation to support
bursty or periodic traffic, reporting energy reductions of up to 75% compared to well-known
duty-cycled contention-based MAC protocols while maintaining comparable delivery ratio
and latency [54]. Such results illustrate the value of scheduled access when many packets

must be served over a short interval.

TSCH, introduced in IEEE 802.15.4, extends contention-free access by combining time
slots with channel hopping [38]. As illustrated in Figure 2.5, a scheduled node is assigned
a specific time slot on a specific frequency channel. The time-slotted structure provides
predictable transmission opportunities, while channel hopping improves robustness against
narrow-band interference and multipath fading. This combination is particularly attractive

in industrial LLWNs, where reliability, latency, and energy efficiency are critical. IPv6
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Figure 2.5: TSCH MAC protocol operation

over Time-Slotted Channel Hopping (6TiSCH) further integrates TSCH with IPv6-based

deterministic wireless networking [55].

The central challenge in TSCH-like operation is schedule construction and maintenance.
A schedule specifies which nodes transmit or receive in each cell, usually identified by a
slot offset and a channel offset. A good schedule reduces collisions and idle listening while
providing sufficient opportunities for critical traffic. However, IEEE 802.15.4 defines the
TSCH mechanism but not how schedules should be generated or adapted [56]. Centralized
scheduling can exploit global topology and traffic information, but it requires collecting state
and distributing schedules. Distributed scheduling improves autonomy, but may be less
optimal and may add negotiation overhead. Weight-based distributed TDMA scheduling
illustrates how routing information can be exploited to reduce latency and schedule length,

highlighting the close relationship among scheduling, routing, and forwarding load [57].

Contention-free MAC protocols are powerful, but they are not free of cost. Their
benefits depend on the ability to construct and maintain a schedule that matches traffic
demand. For predictable periodic traffic, this task is relatively straightforward because
transmission opportunities can be planned according to known packet-generation intervals.
However, under bursty traffic, the schedule must be dynamically adapted so that nodes
can reserve additional slots during temporary traffic peaks and release them once the burst
ends. Mechanisms such as ATMA illustrate this direction by enabling reservation-based
adaptation, but such adaptations are not instantaneous, as they require negotiation and

schedule dissemination, which introduces latency and increases overhead.
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2.3.2 Contention-based MAC Protocols

Duty-cycle contention-based MAC protocols are a cornerstone of low-power communication
in LLWNs. As illustrated in Figure 2.6, these protocols reduce energy consumption by
alternating between active periods during which nodes transmit, receive, or listen, and
sleep periods, during which the radio is turned off. During the active phase, medium access
is typically contention-based, for example, through IEEE 802.15.4 CSMA /CA. This design
is motivated by the high energy cost of radio activity and the waste caused by idle listening
when a node is neither sending nor receiving data [58]. The fundamental trade-off is that
sleeping saves energy, but it also reduces communication opportunities, which can increase

latency and degrade reliability.

Duty-cycle Sleep Duty-cycle Sleep
(Active) (Off) (Active) (Off)

> Time

Figure 2.6: Duty-cycled MAC protocol operation

Classical duty-cycled MAC protocols illustrate different strategies for reducing idle
listening while maintaining communication opportunities. S-MAC [59] introduced periodic
listen/sleep schedules, in which neighboring nodes coordinate common active periods to
reduce unnecessary radio activity. T-MAC [60] improved this principle by dynamically
shortening the active period when no channel activity is detected, thereby adapting the
listening duration to traffic conditions. Protocols also differ in how transmitters and
receivers coordinate wake-up times. In synchronous designs, neighboring nodes align their
schedules, which reduces the need for long wake-up signaling but introduces synchronization
overhead. In asynchronous designs, nodes avoid maintaining a common schedule and instead
rely on preambling: a sender transmits a preamble, or a sequence of short preambles, long
enough to overlap with the receiver’s periodic channel check. B-MAC [61] follows this
low-power listening approach using long preambles, allowing receivers to detect pending
transmissions when they wake up. However, long preambles increase energy consumption at
the sender and may cause overhearing at non-target receivers. X-MAC [62] addresses this
limitation by replacing the long preamble with a sequence of short, addressed preambles,
allowing the intended receiver to respond early and allowing non-target nodes to return
to sleep. Receiver-initiated protocols such as RI-MAC [63] further reduce sender-side
preambling by letting the receiver announce its availability through a beacon, after which
waiting senders transmit their data. ContikiMAC [64] further enhances performance by
replacing preamble sequences with the data packets themselves. It also includes mechanisms
to support consecutive transmissions once a receiver is awake, which improves performance

when multiple packets must be delivered in a short interval.

In most duty-cycled protocols, the active period includes a contention interval based
on carrier sensing and backoff. The duration of this interval strongly affects performance.

A longer contention period gives nodes more time to access the medium, exchange ac-
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knowledgments, and drain queued packets, thereby increasing service capacity but also
increasing the duty cycle. A shorter contention period saves energy, but may be insufficient
to serve queued traffic when several nodes contend simultaneously. This expresses the
fundamental delay—energy trade-off: longer sleep intervals reduce energy consumption but

increase delivery delay and may adversely affect packet delivery performance [65].

Duty cycling is particularly effective under non-intensive traffic because packet arrivals
are distant and can often be served with short active periods. However, multi-hop forwarding
creates non-uniform load even when traffic generation at the sources is homogeneous. Some
nodes mainly generate and transmit their own application packets, while others also act as
relays and must receive, buffer, and forward packets generated by their neighbors. As a
result, a common duty-cycle configuration may be sufficient for lightly loaded source nodes,

but insufficient for forwarding or aggregation nodes.

The limitations of contention-based duty cycling become more pronounced under
dynamic or bursty traffic. If many packets arrive within a short interval, the active period
may be too short to serve them, leading to queue buildup, buffer drops, busy-channel
events, collisions, backoffs, and retransmissions. A configuration that is energy-efficient
during low-rate operation can therefore provide insufficient service capacity during traffic
bursts, potentially leading to packet loss. Adaptive mechanisms, such as activity-dependent
active periods in T-MAC [60], overhearing reduction in X-MAC [62], and consecutive-
transmission adaptation in ContikiMAC, partially alleviate this problem. Nevertheless, due
to contention-based medium access, such adaptation does not fully eliminate contention,
forwarding bottlenecks, or queue buildup under network-wide bursty traffic, making these

protocols less suitable for intensive data traffic.

Overall, contention-based and contention-free MAC techniques each exhibit distinct
strengths and limitations, and neither is universally superior in terms of both performance
and power consumption. This observation motivates the exploration of hybrid MAC designs
that combine both access strategies. In such designs, duty-cycled contention-based access
is often more efficient under sporadic and low-rate traffic, where a small number of packets
can usually be served during periodic wake-up periods without maintaining a continuous
transmission schedule. Conversely, contention-free techniques can increase service capacity

during bursty periods by allocating additional transmission slots.

2.4 Conclusion

This chapter provided a global overview of LLWNs and their traffic regimes and introduced
the main concepts used throughout the remainder of the thesis. It first presented the network
stack and the separation of network functionality into data, control, and management
planes. It also explained how, in conventional LLWN operating systems, these protocols
and planes are typically compiled into a single monolithic firmware image. This design

makes network-stack reconfiguration costly, since even minor modifications may require
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transmitting a complete firmware image over constrained LLWN links. The chapter
also discussed different MAC-layer access techniques and showed that their performance
depends strongly on the traffic regime. In particular, contention-based and contention-free
techniques exhibit complementary strengths under sporadic, periodic, and bursty traffic,

motivating the need for hybrid and adaptive MAC designs.

Building on these observations, the next chapter reviews the state of the art related to
selective update mechanisms for LLWNs. It also discusses hybrid control plane architectures
in wireless networks and LLWNs that can provide better performance compared to fully
distributed or fully centralized control plane deployments. Finally, it reviews adaptive and
hybrid MAC protocols and machine-learning-based solutions for MAC-layer reconfiguration

and network performance forecasting.
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3.1 Software Evolution and Over-the-air Updates in LLWNs

LLWNs are typically deployed with the expectation that they will operate for long periods

with little human intervention. This long operational lifetime creates a corresponding

need for long-term maintainability. A protocol stack that is adequate at deployment time

may become insufficient after months or years of operation. In addition, the evolution of

26
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applications and security requirements also motivates runtime updates [11]. As a result,
software evolution cannot be treated as an exceptional maintenance operation; it becomes

a regular requirement for maintaining the network throughout its operational lifetime.

In many applications, replacing or physically accessing nodes is expensive, difficult,
or even impossible after deployment [14]. Over-the-Air (OTA) update mechanisms have
been identified as a key enabler of IoT maintainability, since they allow deployed nodes
to receive software corrections and improvements remotely through the network without
physical access [11]. This is particularly important in LLWNs, where the cost of manual

maintenance can exceed the cost of the devices themselves.

The central concern of this thesis is the maintenance of the network stack. LLWNs
operate in dynamic and uncertain environments, where changing link conditions and
application requirements may require reconfiguration of the network stack in order to
continue operating close to optimal performance. For example, routing paths may need to
be updated, or MAC parameters may need to be retuned. Existing studies on constrained
IP stacks show that network-stack architecture strongly affects the ability to evolve protocol
behavior after deployment [13]. Therefore, update mechanisms should not be limited to

applications; they should also support the evolution of lower-layer communication functions.

3.1.1 Firmware Image Updates

The conventional OTA update model in many constrained IoT and LLWN systems is
full-image firmware replacement. In this approach, the updated software is compiled into a
complete firmware image, which is then transmitted to the target devices and installed
as a replacement for the currently running image [66]. Its main advantage is simplicity:
the device does not need to interpret the update semantics, but only receives, verifies,
stores, and boots into a new binary image. However, this simplicity comes at a high cost
in LLWNs [67].
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Figure 3.1: Firmware size comparison for different operating systems.

The first limitation is update size. Even a minor modification, such as changing a
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protocol parameter, may require transmitting the entire firmware image. In constrained
IoT systems, this image can reach tens or hundreds of kilobytes, which is large relative to
the throughput of low-power wireless links [13]. Fig. 3.1 compares the firmware size of a
network stack that includes CoAP, UDP, IPv6-RPL, 6LoWPAN, and IEEE 802.15.4 across
three major LLWN operating systems: RIOT [68], Contiki-NG [69], and OpenWSN [70].
All systems exceed 90 kB, which, when segmented into 64-byte CoAP payloads typically
used for LLWN update delivery [44], results in thousands of packets traversing the network.
Due to the limited frame size, large firmware images must be fragmented into several
packets. These packets must traverse the same low-power and often multi-hop network
used by application and control traffic. This additional traffic can increase contention,
collisions, queue occupancy, and retransmissions, especially when several nodes are updated
simultaneously. Consequently, the update process itself may temporarily degrade the

communication service it is intended to improve [71].

Full-image updates also lead to long update times. Such long update durations can cause
temporary network partitioning because nodes may operate with different configurations
before the update converges across the network. In addition, excessively long update
times may cause the new configuration to become obsolete with respect to newly emerging
conditions [67]. Energy cost is another major concern. Transmitting, receiving, verifying,
and storing a full firmware image requires radio activity, processing, and memory access,
all of which consume energy. Ruckebusch et al. show that the energy consumption of
OTA updates depends strongly on the update technology, radio access, and amount of
transmitted data [14]. In power-constrained LLWNs, the cost of frequent large updates

can therefore significantly reduce network lifetime.

A further drawback is the mandatory reboot that is typically required after installation.
Rebooting is disruptive in LLWNs because protocol state is often stored in volatile memory.
After reboot, all protocol-state information, such as routing tables and queue states, is lost.
The node must then restart the network stack and rejoin the network, which introduces
reconvergence delay, additional control traffic, and interrupts the service until the state is
rebuilt [11].

A refinement of the full-image update model is available: instead of transmitting the
complete firmware image, this refinement computes and disseminates only the difference
between the currently installed image and the new version. When the modification is
small, this can significantly reduce the number of bytes transmitted over the air, thereby
reducing update time, energy consumption, and congestion compared to complete image
replacement. Sorensen et al. [72] show that incremental firmware updates are a practical
way to reduce the size of OTA updates and installation time for embedded IoT fleets. They
also highlight an important trade-off: while such approaches save control traffic overhead,
they can increase temporary storage requirements and still depend on the device having the
expected base firmware version. However, incremental updates remain largely binary-level

mechanisms where the update is still expressed as a modification of the firmware image.
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In conclusion, full-image firmware replacement is simple and robust from a software-
packaging perspective, but it is poorly aligned with LLWN constraints. A mandatory reboot
can erase volatile network state, leading to full stack reconvergence and temporary service
interruption. Incremental updates reduce update size by transmitting only the binary
differences between old and new images, but they remain largely image-oriented. These
limitations motivate modular designs, which decompose the system image into independent
components that can be updated separately. In these designs, only the necessary part
of the system is modified while unrelated components and network runtime state can be

preserved by moving update granularity from the binary level to the function level.

3.1.2 Dynamic Code Update Frameworks

The limitations of image-based updates have motivated more modular software designs.
These designs can be broadly grouped into three families: scripting-based approaches,

module-based approaches, and virtual-machine-based approaches.

3.1.2.1 Scripting-Based Approaches

Scripting-based approaches constitute an early form of runtime software evolution for
constrained IoT devices. Their main idea is to separate the application logic from the
native firmware image by embedding a script interpreter on the device. Updates are
then performed by transmitting a new script, which can be executed at runtime without
recompiling or replacing the complete firmware. Compared with full-image replacement,
this model provides a more flexible and application-oriented form of reprogramming: the
sensing, actuation, and control logic can evolve after deployment, while the underlying

operating system and communication stack remain unchanged.

Several works have explored this direction by adapting high-level languages, particularly
JavaScript, to constrained IoT platforms. Ultra-lightweight engines such as JerryScript [73]
aim to make JavaScript execution feasible on small embedded devices by reducing the
memory footprint of the interpreter. Other approaches integrate scripting into broader
development and deployment frameworks. For example, Baccelli et al. [74] combine
graphical programming, automatic JavaScript generation, and OTA script deployment for
RIOT Operating System (RIOT)-based devices, where scripts can be updated through
a CoAP-accessible runtime container. WebletScript [75] extends the same principle to
distributed IoT applications by partitioning a JavaScript application across end devices,

gateways, and cloud components.

Taken together, these works show that scripting is effective when the objective is to
simplify application-level development and deployment by reducing the update size. How-
ever, they also reveal an important boundary of the scripting model for LLWNs. First,
interpretation introduces a persistent runtime cost in memory and processing, which is

difficult to justify on highly constrained nodes. Second, interpreters typically run in user
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space and cannot directly implement or modify kernel-level networking functions. Conse-
quently, scripting improves software flexibility but remains too application-oriented and

too costly to serve as the main mechanism for fine-grained network-stack programmability

in LLWNSs.

3.1.2.2 Module-Based Approaches

Module-based approaches aim to reduce the cost of software evolution by decomposing
firmware into separate modules. As a result, only affected modules are transmitted and
updated. This can reduce update size, transmission time, and memory requirements.
Module-based systems generally execute native code, and therefore avoid the execution

overhead of script interpreters required in scripting approaches.
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Figure 3.2: Module-based update process

In these approaches, the firmware is decomposed into separate modules or components
with different roles. A module can represent application logic, a network protocol, a driver,
or any service in the system. A subset of modules remains static and non-updatable,
forming the kernel or core runtime support that manages and executes the remaining

updatable modules that can be installed, replaced, or removed after deployment.

Each updatable module is compiled as an Executable and Linkable Format (ELF) object.
Fach ELF object contains the compiled code and associated data of the corresponding
module, as illustrated in Figure 3.2. During module installation, the kernel typically
allocates Flash memory for the code section and RAM for the data section. The ELF
object also includes relocation entries that indicate the locations in the code or data that
must be adjusted once the module is placed in memory. These entries allow the operating
system to relocate address references according to the actual physical addresses assigned to
the module. In addition, an ELF object may depend on functions or data provided by the
kernel or by other modules; such dependencies appear as undefined symbols. The operating
system therefore relies on a runtime linker to resolve these symbols and bind them to the
corresponding physical addresses. Consequently, the flexibility of post-deployment updates

depends not only on the ability to load new modules, but also on how flexibly the system
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can bind updated modules to the functionality already present in the kernel or in other
modules. This dependency-resolution mechanism defines the binding model used by the

module-based update system.
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Figure 3.3: Strict binding module-based approach

A first class of module-based updates relies on strict binding. In this model, the base
firmware exposes a predefined symbol table generated at compile time, as illustrated in
Figure 3.3. This symbol table provides a proxy for system modules hardcoded in the base
kernel and cannot be modified after deployment. Contiki [76] is a representative example
of this approach. This model reduces dissemination cost and avoids rebooting, but the
update scope remains narrow because the kernel, drivers, and most network-stack services

remain part of the static core.

Dynamic TinyOS [77] partially relaxes this limitation by preserving selected module
boundaries across compilation. Instead of compiling the whole application and operating
system into a single monolithic binary, it allows developers to define boundaries between
modules or groups of modules that can be updated separately. However, it still follows a
strict-binding philosophy because the possible update boundaries must be defined before
deployment. In practice, strict binding limits updates mainly to top-level or explicitly
isolated modules, rather than enabling arbitrary modification of low-level kernel, driver, or

network-stack functions.

A second class of module-based systems adopts a more dynamic module-oriented design.
Instead of binding updated modules directly to fixed physical addresses, these systems
introduce an indirection layer, such as function-control blocks, or dynamic linking tables.
As illustrated in Figure 3.4, when a module is installed or replaced, the indirection structure
is updated to associate the fixed module identifier with the new physical address of the
corresponding implementation. Existing modules can therefore continue to invoke the same

module identifier, while the runtime redirects the call to the updated implementation.

SOS [78] is one of the earliest examples of this model. It organizes software as dynamically
loaded position-independent modules. Functions exported by modules are represented

through Function Control Blocks (FCBs), which record the function identifier, prototype
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Figure 3.4: Dynamic binding module-based approach

information, and current implementation address. When a module is updated, SOS can
update the corresponding FCB and automatically redirect other modules that use it to the
new implementation. In addition, Enix [79] and REMOWARE [80] extend this dynamic
binding approach by introducing runtime redirection of function calls. Both systems support
the loading, replacement, and reconfiguration of software modules while maintaining stable
references to their functionality. Lorien [81] further strengthens this model by assigning
each module its own jump table, which is updated whenever the module is updated. After
each update, the kernel instantiates the jump table of the updated module to refresh the

physical addresses of the corresponding functions or data.

Compared with strict binding, the use of indirection makes updates more flexible because
dependent modules do not need to be relinked directly against the physical addresses of
the updated module. However, although these systems improve the programmability and
reconfigurability of LLWN applications, they are not specifically designed as network-stack
update architectures. Their ability to update MAC, routing, or other protocol functions
depends on whether these functions have been explicitly modeled as dynamic modules and

whether their interfaces remain compatible across updates.

GITAR [82] explicitly extends dynamic updates to both application and network
modules. Unlike earlier systems that focus mainly on application-level reconfiguration,
GITAR defines network-level programmability as the ability to add or modify code that
implements communication functionality from the MAC layer up to the transport layer.
To support this, it introduces a clear boundary between a static system level and a
dynamic module level, placing network protocols and applications above this boundary
as dynamically updateable modules. This makes GITAR one of the closest prior works
to network-stack programmability in IoT systems. GITAR shows that communication-
stack functionality can also be treated as updateable software modules. Nevertheless, its
granularity remains coarse. Network protocols are still treated as relatively large modules,
while their internal protocol semantics remain largely hidden. As a result, GITAR does

not fully expose the internal protocol state and structures to the update orchestrator. This
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limits its ability to support precise and state-preserving updates of the network stack.
There is a need to understand what is updated and how it should be updated to avoid
post-update inconsistencies and lengthy reconvergence that can result from losing the

stored state or the need to build a new state for specific updates.

Overall, module-based update approaches provide a flexible mechanism for evolving IoT
software at runtime by replacing or reconfiguring individual modules instead of redeploying
complete system images. These systems reduce update size, minimize service disruption by
avoiding reboots, and enable incremental adaptation of both application and networking
functionality. However, updates are generally performed at the granularity of modules,
which often remain relatively large. In addition, this granularity is too coarse to capture
the semantics of individual protocol functions needed to identify dependencies, update
ordering, and state consistency during updates. For example, a routing protocol may still
be updated as a single large module rather than being decomposed into smaller functions
such as control-message handling, next-hop selection, route installation, or source-route
construction. As a result, while module-based approaches significantly advance runtime
adaptability, they provide limited support for fine-grained, semantic, and state-aware

evolution of network-stack functionality.

3.1.2.3 Virtual-Machine Approaches

Virtual-machine-based approaches execute updated functionality inside an isolated runtime
environment that interacts with modules through predefined Application Programming
Interfaces (APIs) rather than linking it directly to the native firmware. In this model,
the device firmware includes a Virtual Machine (VM) interpreter or engine, and new VM
functionality is deployed as bytecode or portable code that is interpreted or executed by this
runtime. Compared with module-based approaches, VMs provide stronger isolation between
the updated logic and the operating system, which can improve safety and portability.
They also simplify deployment because, in principle, the same bytecode can run on different
hardware platforms as long as the required VM engine is available. However, this flexibility
comes at the cost of an additional memory footprint, execution overhead, and runtime

complexity, which must be carefully considered in LLWNSs.
Early VM-based approaches for LLWNs focused mainly on application-level repro-

gramming. Maté [83] is one of the earliest examples; instead of replacing native code, it
disseminates compact bytecode capsules that execute on top of the VM engine. However,
Maté provides a very restricted programming model and is mainly designed for simple
application tasks. Darjeeling [84] extends the idea by providing a richer Java-compatible
virtual machine for constrained devices. It supports a higher-level programming model
than tiny capsule-based systems and allows developers to write code in a more portable
language. More recently, WebAssembly [85] has been proposed as a portable and safer
execution format for constrained devices. WebAssembly provides a compact binary format,

a sandboxed execution model, and language portability.
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In general, the use of VMs significantly reduces update size compared to full firmware.
However, this type of virtual machine still requires non-negligible memory and processing
resources. To reduce the overhead of conventional VMs, lightweight VM approaches have
emerged. These approaches are often inspired by the Berkeley Packet Filter (BPF) model,
in which small programs are verified and executed within a restricted virtual machine.
The advantage of this model is that bytecode programs are compact and the runtime
can remain small. rBPF [86] and uBPF [87] adapt this idea to IoT constrained devices,
showing that minimal BPF-like virtual machines can run on constrained devices and
support fine-grained, on-demand code updates. However, BPF-like systems are still usually
limited by the hooks exposed by the underlying runtime or operating system. Hooks are
specific checkpoints installed in different system modules to observe specific events and

trigger the corresponding VM when those events occur.
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Figure 3.5: Femto-Container operation and integration in the operating system [88]

Femto-Containers (FCs) [88] represent one of the most relevant lightweight VM ap-
proaches for LLWNs. They provide isolated execution environments for small software
functions on constrained devices. Their design follows the lightweight BPF-inspired model,
but adapts it to real-time-operating-system (RTOS)-based constrained devices. As illus-
trated in Figure 3.5, the VMs (or FCs) are event-driven: a VM executes only when triggered
by a specific event or hook, rather than running continuously as a separate process. This
makes the approach particularly suitable for low-power devices. FCs also provide fault
isolation and interact with the operating system only through predefined bindings, allowing

small functions to be deployed and updated without compromising the rest of the firmware.

The main strength of FCs is that they provide a practical substrate for fine-grained

runtime extensibility. A function can be implemented as an independent VM and attached
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Table 3.1: Summary comparison of dynamic code update approaches in LLWNss.

Approach Examples Granularity Strengths Network-programmability
limitations
Scripting- JerryScript [73] Script level Flexible and portable. Interpreter overhead.
based RIOTjs [74] Easy application-level Application-oriented.
WebletScript [75] updates. Limited access to low-level
protocols.
Module-  Contiki [76] Module level Native execution. Binding and dependency
based TinyOS [77] Smaller updates than full complexity.
SOS [78] images. Coarse modules.
Enix [79] Supports dynamic loading.  Limited semantic visibility.
RemoWare [80]
Lorien [81]
GITAR [82]
VM- Maté [83] Function level  Isolation and portability. Conventional VMs are costly.
based Darjeeling [84] Safe extensibility. Lightweight VMs require
‘WebAssembly [85] Fine granularity with hooks.
rBPF [86] lightweight VMs. Need bindings and semantic
uBPF [87] management.
FCs [88]

to a hook in the operating system or application. This enables selective updates: instead
of transmitting a complete firmware image or replacing a large module, only the small
VM implementing the modified function needs to be updated. However, FCs alone do not
define a complete programmable network stack. They provide the execution mechanism,
but the system designer must still determine where hooks should be placed, what each
container should represent, and how containers should exchange data with the operating
system. Like other approaches, FCs were developed mainly to operate at the application

layer.

In general, virtual-machine-based approaches provide an important foundation for safe
and portable runtime updates in constrained IoT systems. Their main limitation is that
conventional VMs are too costly for many LLWN devices, while lightweight VMs provide
only the execution substrate rather than a complete semantic-management framework. The
remaining challenge is therefore architectural: lightweight virtualized functions must be
extended to lower-layer network functions and integrated with semantics-aware management

rather than being limited to application-layer logic.

3.1.3 Conclusion

LLWNSs must evolve after deployment, especially at the network-stack level, to maintain
performance, address vulnerabilities, and extend network lifetime. Although image-based
updates are simple to implement, their large size increases transmission time, network con-
gestion, energy consumption, and failure probability over lossy multi-hop links. Moreover,

the reboot typically required after installation causes state loss and service interruption.

Dynamic code update frameworks address these limitations through three main families,

summarized in Table 3.1. Scripting-based approaches simplify application-level updates, but
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interpreter overhead and limited access to protocol internals restrict their suitability for fine-
grained network-stack reconfiguration. Module-based approaches improve efficiency through
native execution and smaller update units than full firmware images; yet, binding, relocation,
dependency management, and coarse protocol modules limit their flexibility. VM-based
approaches provide stronger isolation and portability, while lightweight runtimes such as
BPF-inspired VMs and Femto Containers reduce traditional VM overhead. However, they
remain only execution substrates unless combined with well-placed hooks, operating-system
bindings, and semantic orchestration able to manage protocol functions, dependencies, and
state. Lightweight virtualization therefore represents the most promising direction for safe,
selective, and fine-grained LLWN network-stack updates, provided that it is supported by

an appropriate semantic management framework.

3.2 Control plane Deployment Models in LLWN

The control plane computes and maintains the state required for network operation,
including routing information, transmission schedules, and resource allocation policies. In
LLWNs, the placement of these control plane functions is particularly important because
devices operate under limited energy, memory, and processing capacity, as well as unreliable
multi-hop wireless connectivity. Control decisions may therefore be executed locally on the
nodes, delegated to a central controller, or shared between both. This section reviews the
main control plane deployment models in LLWNs: distributed deployments, centralized

deployments, and hybrid deployments.

3.2.1 Distributed Control Plane Deployments in LLWNs

Historically, LLWNs have relied mainly on distributed control plane deployments because
constrained devices operate over low-rate, lossy, and often multi-hop wireless links. Klein-
rock’s work [89] showed that distributed packet switching and decentralized resource sharing
could utilize network resources more efficiently than centralized approaches, especially
under dynamic traffic conditions. In this model, each node executes part of the control
logic locally and exchanges control messages with its neighbors to build and maintain the

network.

At the routing layer, RPL is the representative distributed control plane protocol for
IPv6-based LLWNs. The control plane is distributed because topology formation and
maintenance rely on local message exchanges and local decisions. However, this distributed

nature may also lead to slow convergence and locally suboptimal parent selection [41].

At the MAC layer, IEEE 802.15.4 also reflects the early distributed design philosophy
of LLWNs. In its contention-based operation, nodes access the shared medium using
CSMA /CA, relying on local carrier sensing to decide whether they can access the medium.

This makes IEEE 802.15.4 simple and lightweight, but it also makes performance sensitive
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Figure 3.6: Convergence time in RPL over hop distance in a 7-node line topology.

to contention and medium-access conflicts.

Overall, distributed control plane deployments offer several advantages in LLWNs.
They provide local autonomy and allow nodes to continue operating under intermittent
connectivity. However, distributed control has limited global visibility. Each node makes
decisions based on local information, which can lead to suboptimal routing, uneven
forwarding load, inefficient scheduling, and slow adaptation [90]. Moreover, distributing
the control plane among nodes makes control-logic modification difficult because, in
conventional LLWN stacks, routing and MAC functions are usually compiled into the
firmware. Thus, even small changes to the control plane may require a firmware update,
reboot, and protocol convergence. Convergence time results from the need to exchange
control information locally again, leading to temporary service interruptions. Figure 3.6
shows the convergence time required for nodes to register with the root in a seven-node
linear RPL topology, based on an experiment conducted on the SLICES-FR! testbed. Both
storing and non-storing modes exhibit increasing convergence times as hop distance from
the root grows. More generally, convergence time is also expected to increase with the

number of nodes due to increased overhead.

3.2.2 Centralized Control Plane Deployments in LLWNs

The limitations of purely distributed control have motivated the introduction of Software-
Defined Networking (SDN) principles into IoT and LLWN environments. SDN separates
the control plane from the data plane and places decision-making logic in a logically
centralized controller. The controller maintains a broader network view and installs

forwarding, routing, scheduling, or configuration rules in constrained devices. Surveys

Thttps:/ /slices-fr.eu/
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on software-defined LLWNs emphasize that this separation can improve programmability,
network management, reconfiguration, and support for heterogeneous applications [91].
However, they also show that SDN cannot be transferred directly from wired networks to
LLWNs because the control/management channel is itself wireless, lossy, multi-hop, and

energy-constrained.

A first family of centralized LLWN approaches focuses on routing and forwarding
programmability. SDN-WISE [92] introduces a stateful SDN solution for wireless sensor
networks, where sensor nodes are programmable as finite-state machines and can execute
local stateful actions. This statefulness is important because a naive traditional SDN model
would generate excessive control/management traffic in constrained LLWNs. SDN-WISE
therefore centralizes network control while attempting to reduce the amount of control

information exchanged between nodes and the controller.

Baddeley et al. [17] propose uSDN to adapt SDN to LLWNs. The work identifies SDN
control overhead as a major barrier in LLWNs, where control traffic may suffer from jitter,
loss, and contention while also interfering with application traffic. To address this issue,
uSDN introduces compact control messages that avoid fragmentation, control-message

throttling, and memory-efficient flow-table structures.

Samadi et al. [93] propose IERMIoT, an SDN-based routing approach in which the
controller is responsible for topology discovery, cluster formation, cluster-head selection, and
route computation. The approach uses a genetic algorithm to determine the number and
distribution of clusters, while considering criteria such as residual energy, node centrality,
and distance when selecting cluster heads. It also introduces a mechanism that allows
mobile nodes to remain attached to their current cluster head as long as connectivity is

maintained, thereby reducing unnecessary re-clustering and control-message overhead.

A second family of centralized LLWN approaches focuses on MAC scheduling and
radio-resource management. This is particularly important in industrial LLWNs, where
IEEE 802.15.4 TSCH and 6TiSCH provide scheduled time-frequency resources. In such
networks, the control problem is not limited to route selection; it also includes transmission-
cell allocation and critical-flow protection. Baddeley et al. [94] propose allocating specific
time slots for control/management traffic, thereby reducing interference between this traffic
and application data. This addresses one of the main weaknesses of centralized LLWN
control: the control plane must be reliable before it can reliably manage the rest of the

network.

Veisi et al. propose SDN-TSCH, a centralized scheduling framework for industrial
LLWNs [95]. In SDN-TSCH, the controller is responsible for selecting time sources,
maintaining a control plane tree with dedicated resources, and installing data flows while
guaranteeing flow isolation, as illustrated in Figure 3.7. Different cells are allocated for
different traffic types. For example, to send telemetry from a node to the controller, the
node and the intermediate nodes use their dedicated cells toward the controller to relay

the data until it reaches the controller. The key contribution is therefore the adaptation of
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Figure 3.7: SDN-TSCH operation [95]

centralized control to TSCH networks, where MAC scheduling becomes part of the control

plane decision space.

Scalability is another major challenge for centralized SDN in LLWNs. Orozco-Santos et
al. [96] show that, as the network grows, SDN control and management traffic accumulates
near the sink, reducing the throughput available for data traffic. To mitigate this bottleneck,
they propose using multiple virtual sinks operating on different radio channels, allowing
simultaneous packet reception over several TSCH channels and increasing capacity in
the most congested network region. This work shows that centralized MAC and routing
management can improve QoS only when the architecture also controls the overhead and

bottlenecks introduced by the controller or management plane.

Overall, centralized control plane deployments bring important benefits to LLWNS,
including global visibility, programmable routing, traffic engineering, flow isolation, schedul-
ing optimization, and easier reconfiguration. However, the literature also shows recurring
limitations. First, the control/management channel is fragile because it relies on the
same low-power, lossy, and multi-hop wireless substrate as data traffic. Second, telemetry
collection and rule installation increase overhead and may congest forwarding nodes close
to the sink. Third, centralized decisions may become stale when topology or link quality

changes faster than the controller can react [18].

Finally, distributed control plane deployments provide autonomy and robustness under
constrained wireless conditions, while centralized SDN-based deployments improve pro-
grammability, global optimization, and runtime management. Nevertheless, neither model
is sufficient alone: distributed control lacks global optimization and is difficult to update,
although it scales naturally, while centralized control depends on a reliable and low-overhead
management path. This tension motivates hybrid control plane deployments, discussed in

the next subsection, where local autonomy and global orchestration are combined.
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3.2.3 Hybrid Control Plane Deployments

Hybrid control plane deployments were first explored in wired networks. Their objective
was not to immediately replace legacy routing, but to introduce SDN programmability
while preserving the robustness, stability, and operational maturity of distributed routing
protocols. In this context, hybrid SDN is motivated by practical deployment constraints:
network operators already rely on large legacy infrastructures that are stable and well
understood, while a sudden migration to full SDN may be costly, risky, or operationally

unrealistic [97].
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Figure 3.8: Hybrid control plane deployment

As illustrated in Figure 3.8, hybrid deployments maintain the local control plane
alongside the data plane. Nodes continue to exchange control information with their
neighbors to build local control state and maintain local forwarding decisions. At the same
time, they interact with a global control and management plane that provides broader
network visibility and optimization. Collaboration between the local and global control
planes can take different forms depending on how responsibilities are divided between
distributed protocols and centralized logic, and on the level of coordination achieved
between them. Vissicchio et al. [98] show that running multiple uncoordinated control

planes can create forwarding anomalies, even when each control plane is correct in isolation.

Tilmans and Vissicchio propose an explicit separation between centralized and local
decisions [99] without an explicit collaboration. During normal operation, the SDN
controller installs the primary forwarding rules, and these rules determine the active traffic
paths. In parallel, local agents run the Interior Gateway Protocol (IGP) routing protocol to
compute backup routes, but this IGP state is not used to compete with the controller during
normal operation. Instead, it is kept as a local recovery mechanism. OpenRouteFlow [100]
upgrades legacy routers with agents that export routing and flow information to a central
controller. It keeps distributed routing protocols active and uses their state to build the
central controller’s view. This prevents conflicting decisions because the controller relies on
the router’s existing routing state rather than imposing an independent one. The agent also

translates controller commands into supported router operations, allowing local routing to
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maintain connectivity while the controller provides higher-level control.

In general, wired-network solutions for hybrid control planes assume stable links,
powerful devices, and reliable control channels. In LLWNSs, the same ideas must be adapted
to low-power devices, lossy multi-hop communication, limited memory, and intermittent
connectivity. In particular, hybrid deployments require lightweight control, low-overhead
telemetry, state preservation, and semantic runtime updates. This gap motivates the later
discussion of hybrid control plane deployments in wireless networks and, more specifically,
in LLWNS.

3.2.3.1 Hybrid Control in Wireless Networks

In wired networks, hybridization is often motivated by incremental migration from legacy
routing to SDN. In wireless networks, hybridization is also motivated by operational
necessity: links are unstable, topology may change, interference affects connectivity, and

the controller may not always maintain a fresh or reliable view of the data plane.

Abolhasan et al. [101] propose an architecture in which the controller does not directly
install complete end-to-end routes that would override local decisions. Instead, it collects
link-state and channel information, computes abstract routing weights, and broadcasts
these pre-processed values to the nodes. The nodes then use the controller-provided weights
to compute routes locally. CATMAN [102] follows a similar coordination principle but
implements it through fog nodes. Normal nodes maintain local neighborhood information
and can route in a distributed manner when no fog node is available. When fog nodes
are present, they extend the controller’s network visibility by collecting local information,
which helps the controller inject forwarding decisions. Here, local routing is used as the
default mechanism for neighborhood-level operation and fallback connectivity, while global

control is applied through updates when broader network knowledge is available.

Other works adopt a different hybrid model in which the SDN controller interacts
directly with existing wireless or mobile control mechanisms, rather than replacing or
adapting the legacy data plane. The objective is to introduce programmability while
preserving the operational role of legacy components. Silva et al. [103] follow this approach
in a hybrid SDN mobile-core architecture for 4G and 5G systems. The controller introduces
dynamic traffic steering, offloading, and slice instantiation, while existing functions continue

to manage standardized attachment, authentication, and mobility procedures.

Duo et al. [104] propose an SDN-based handover scheme for cellular/IEEE 802.11p
hybrid vehicular networks, where the controller maintains a global topology view and
prepares handover decisions, while local access technologies support connectivity and data
continuity during mobility. Chen et al. [105] apply SDN to hybrid LiFi/WiFi networks,
where the controller selects access points and installs flow rules, while the underlying LiFi
and WiFi links remain responsible for access-specific communication. In both cases, the

controller improves coordination across heterogeneous technologies, but local mechanisms
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still handle the constraints of each wireless medium.

3.2.3.2 Hybrid control in LLWNs

In LLWNSs, hybrid control plane deployment is more constrained than in general wireless
networks. The centralized component may introduce high control overhead, while the
distributed component makes runtime reconfiguration difficult because its coarse design

requires updating a large number of nodes.
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Figure 3.9: SOHS dual-stack operation [106]

The most directly relevant LLWN-oriented work is SOHS, proposed by Bonanni et
al. [106]. SOHS can be classified as a dual-stack hybrid control plane architecture because
it keeps the traditional distributed control stack active in the background while adding
an SDN stack above it for centralized optimization. As illustrated in Figure 3.9, each
node maintains two forwarding structures: a basic forwarding table built locally through
distributed neighbor discovery and topology-control messages, and an SDN forwarding
table populated by the controller. When a packet arrives, the node first checks the SDN
table; if a matching SDN rule exists, the packet follows the controller-optimized path. If
no SDN rule is available, or if the controller becomes unreachable, the node falls back to
the distributed forwarding table.

Hybridization in SOHS is therefore achieved through priority-based coexistence rather
than replacement. The distributed stack is responsible for maintaining baseline connectivity,
neighbor awareness, and resilience, while the SDN controller is used to optimize selected
end-to-end paths according to application requirements. This design extends the autonomy
of distributed control with the global knowledge provided by centralized control when

available.

However, this dual-stack design can also increase memory footprint, implementation
complexity, and coordination cost on constrained devices. More importantly, hybridization
operates mainly at the level of coexistence and fallback between control modes. It allows
the network to switch between centralized and distributed forwarding behavior, but does
not provide deep collaboration between the two control planes. The controller does not

semantically manage the internal state of the distributed routing protocol itself. For
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example, if the distributed routing component is updated or reconfigured, the routing state
may be lost, while the controller does not provide mechanisms to preserve, migrate, or
restore the local state at the nodes. Therefore, SOHS improves the resilience of SDN-based
LLWNs but does not fully address the coordinated and state-preserving runtime evolution

of the network stack.

3.2.4 Conclusion

Control plane deployment in LLWNs has evolved from fully distributed protocols toward
centralized and, more recently, hybrid models. Distributed approaches such as RPL and
IEEE 802.15.4 CSMA /CA provide autonomy and robustness under constrained wireless
conditions, but they suffer from limited global visibility, slow adaptation, and difficult run-
time updates. Centralized SDN-based approaches improve programmability, optimization,
and management, but they depend on a reliable and low-overhead management plane,

which is difficult to guarantee in lossy multi-hop LLWNs.

Hybrid deployments therefore emerge as a necessary compromise: they preserve local
control for resilience while exploiting centralized orchestration for global decision-making
and reconfiguration. Such deployments can be realized in different ways, including the
coexistence of centralized and distributed control planes or the merging of both planes.
However, existing hybrid solutions for LLWNs remain limited compared with those proposed
for other wireless or wired networks and often rely on dual-stack designs. These designs
provide limited collaboration between the two planes, thereby restricting the transparent
runtime evolution of the network stack that could be achieved through closer and more

simultaneous coordination between local and global control.

3.3 MAC-Layer Adaptation in LLWNs

The previous sections have shown that LLWNs operate under severe resource constraints
and highly variable wireless conditions. In this context, the MAC layer is a natural point
for adaptation because it determines when nodes wake up, how they access the channel,
and how retransmissions are handled. These decisions directly affect reliability, latency,
throughput, and energy consumption. Improving LLWN performance therefore requires
not only efficient MAC protocols but also mechanisms that allow their behavior to evolve

according to traffic load, network state, and application requirements.

This section reviews MAC-layer adaptation from two complementary perspectives. First,
it discusses adaptive MAC protocols. Second, it reviews machine-learning-based approaches

that predict communication performance and/or adapt MAC behavior.
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3.3.1 Adaptive MAC Protocols in LLWNs

Adaptive MAC protocol designs are motivated by the need to serve variable traffic regimes,
and they can be broadly classified into three families according to their dominant access

model: contention-based, contention-free, and hybrid protocols.

A first family keeps contention-based access as the main communication mechanism,
but adapts the timing or contention parameters to reduce collisions and idle listening.
ContikiMAC [64] represents an important duty-cycled baseline in this direction. Phase-lock
optimization, which aligns senders’ and receivers’ wake-up, enables a sender to learn the
approximate wake-up schedule of a receiver based on previous successful communications.
During a burst, phase-lock information can help reduce transmission overhead for nodes
that communicate frequently. However, the adaptation remains implicit, as the protocol
does not increase its duty cycle, allocate additional transmission opportunities, or modify
contention behavior when bursts occur. As a result, when multiple nodes simultaneously
generate event-driven traffic, the contention, queue occupancy, and retransmissions may

increase significantly.

Kim et al. propose a dynamic duty-cycle MAC protocol [107]. In this protocol,
the receiver monitors traffic congestion and dynamically adapts its duty-cycle ratio and
acknowledges other nodes. Under high traffic conditions, the protocol shortens sleep periods
and spreads transmission attempts among competing nodes to reduce collisions. When
traffic decreases, it extends sleep periods to save energy, avoid unnecessary waiting, and
improve channel utilization. Sender nodes use the information in acknowledgment messages
from receivers to adapt their contention configuration. This improves delay and energy
consumption compared with a fixed duty cycle, but the adaptation remains local and

reactive to observed congestion.

A second family relies mainly on scheduled or contention-free access protocols that
adapt the deterministic resource allocation. For example, recent adaptive TSCH-MAC
works allocate time slots according to contextual information such as node position and
data intensity [108]. Nodes that have intensive data receive longer or more frequent active
durations compared to other nodes. This provides deterministic access and improves
reliability and energy efficiency. However, this adaptability depends on synchronization,
periodic metadata reporting, centralized schedule computation, and schedule dissemination,

which increase overhead.

The previous two families improve adaptability by modifying only one dominant access
model. Although adaptation can enhance the performance of both access models, relying
on a single model always introduces limitations. Contention-based protocols suffer from
degraded performance when traffic becomes dense or bursty, whereas contention-free
protocols introduce scheduling overhead and may waste resources when traffic is sparse.
A third family therefore combines both access models within the same protocol. These

approaches seek to exploit the flexibility of contention-based access under light traffic and
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the reliability of scheduling under dense or bursty traffic.

Al-Janabi and Al-Raweshidy propose a hybrid TDMA-CSMA /CA MAC protocol with
dynamic scheduling [109]. TDMA schedules slots for groups of devices, and devices within
each group then contend using CSMA /CA. In this design, adaptation operates at two
levels. First, the base station partitions nodes into groups and assigns TDMA slots to
each group, ensuring that groups access the channel in an organized manner and reducing
inter-group collisions. Second, the protocol continuously monitors network conditions such
as traffic load, collision rate, and channel reliability and adjusts the duration of sleep
and wake-up periods accordingly. This adaptation helps balance energy efficiency and
channel utilization, although it remains reactive since adjustments are triggered only after

congestion, collisions, or channel degradation are detected.

Application-specific hybrid protocols follow similar principles. MC-HYMAC [110]
integrates contention-based access (CSMA /CA) with scheduled access (TDMA) and exploits
multiple channels to separate control signaling from data transmission within a single
framework for Wireless Body Area Networks (WBANSs). This separation helps reduce
interference and collisions, as control messages do not compete with data packets on
the same channel. In addition, this protocol dynamically adjusts transmission power,
selects channels based on current conditions, and adapts contention intervals and time-slot
assignments according to network load and traffic patterns. However, it is tailored to

WBAN scenarios, which limits its direct applicability to more general LLWN deployments.
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GoMacH [111], the MAC substrate used in this thesis, also belongs to the hybrid MAC
family. As shown in Fig. 3.10, GoMacH organizes time into repeated superframes, denoted
as SF. Each superframe contains an active communication part followed by a sleeping
period used to reduce radio energy consumption. The active part combines contention-
based access, dynamically allocated variable TDMA access, and multi-channel operation to
further improve parallelism and reduce interference. At the beginning of the active period,
nodes wake up during a contention period C' P, where senders use CSMA/CA to transmit
packets to the receiver. GoMacH becomes adaptive when traffic increases. Each sender
embeds its current queue length in the MAC header of the packet transmitted during the
contention period. If no sender reports pending packets, the receiver can end the active

period and nodes return to sleep. If pending traffic is detected, the receiver extends the
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active period, up to C P, and prepares a variable TDMA phase. The receiver then
broadcasts a scheduling beacon that assigns transmission slots to the senders according to
their reported queue lengths, subject to the maximum number of slots that can fit within

the superframe.

In this way, GoMacH combines the low overhead of contention-based access under light
traffic with the service capacity benefits of scheduled transmissions under bursty traffic.
Its adaptation is therefore local and traffic-driven, and the behavior of GoMacH remains
governed by predefined parameters such as CP, C' Py, SF, and the maximum number of
allocated slots, which motivates the need for an external control loop able to reconfigure

these parameters dynamically and according to broader network conditions.

Overall, the adaptive MAC literature shows that adaptation is essential for LLWNs,
but also reveals important limitations in how existing protocols adapt. These mechanisms
improve MAC performance under specific conditions, but their adaptation logic is usually
embedded locally within the protocol and driven by predefined rules, thresholds, or
application-specific assumptions. As a result, adaptation is often reactive and parameters

are modified after performance degradation has already occurred.

In multi-hop LLWNs, nodes do not experience the same traffic pressure or forwarding
responsibility. A node close to the sink may suffer from queue buildup and retransmissions
because it forwards traffic for many descendants, while a leaf node may remain lightly
loaded. Local adaptation alone may therefore miss broader network trends and emerging
bottlenecks. This motivates a more proactive and network-aware adaptation model, in which
runtime measurements are collected across nodes and used to anticipate future reliability,
delay, or energy degradation before it becomes critical. The next subsection therefore
reviews Machine Learning (ML)-based approaches for MAC performance prediction and
MAC-layer adaptation in LLWNSs.

3.3.2 Machine Learning for MAC-layer in LLWNs

Machine learning has increasingly been used to predict communication performance and
support adaptive decision-making in LLWN networks. This direction is motivated by the
difficulty of deriving accurate analytical models for dynamic wireless environments. Link
quality, queue occupancy, contention, traffic burstiness, and topology-dependent forwarding
load interact in complex ways. Machine-learning models can learn these relationships from

data and provide predictions that support proactive adaptation.

A first group of works focuses on predicting communication performance metrics such as
reliability, energy consumption [112], delay [113], throughput [114], Signal-to-Noise Ratio
(SNR) [115], and Packet Delivery Ratio (PDR) [116].

In this direction, Ateeq et al. [112] show that communication performance can be
inferred from a combination of stack-level parameters collected across the application,

MAC, and physical layers. Their model uses a public dataset collected over several months.



3. State of the Art 47

Their deep neural models use features such as traffic characteristics, queue behavior,
retransmission-related parameters, transmission power, and distance to predict PDR and
energy consumption. The results show that deep learning can capture the nonlinear
relationship between protocol parameters and network performance more accurately than
linear regression, gradient boosting, random forest, and simpler neural-network baselines.
The same research direction is extended in [113] to packet-delay prediction for delay-
sensitive [oT applications. In this case, the model relies mainly on MAC- and physical-layer
parameters and uses a deep neural network to estimate packet delay, outperforming linear
regression, boosted-tree regression, baseline neural networks, and decision-tree regression.
These works show that deep neural models can improve prediction accuracy, but this
comes at the cost of higher model complexity, since deep neural networks generally require
more parameters, larger training datasets, and greater computational resources than many

classical machine-learning models.

Hameed et al. [114] focus on throughput prediction on a real IEEE 802.15.4 testbed
using ML. The raw data are collected from transmitted and received packets. From these
traces, the authors engineer additional features such as total transmitted messages, total
received messages, transmission success, average latency, PDR, and throughput. They
evaluated several supervised ML regression models, including multiple linear regression,
decision-tree regression, gradient-boosted regression trees, support-vector regression (SVR),
and k-nearest-neighbor regression (KNN) that are trained separately. The results show that
multiple linear regression provides the best overall trade-off between prediction accuracy
and computational cost. This work is important because it uses real testbed traffic and

lightweight regression models compared to neural networks.
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Figure 3.11: Per-link prediction framework [116]

More recently, Si-Mohammed and Theoleyre [116] propose a data-driven digital-twin
approach for wireless link-quality prediction in real deployments. Instead of using a single
global predictor, they train individualized models per link to capture link heterogeneity, as
illustrated in Figure 3.11. They evaluate SVR, gradient boosting, decision trees, AdaBoost,
and Extra Trees, and compare a fixed-model strategy with an adaptive one that selects
the best-performing model based on recent prediction errors. The adaptive strategy

consistently improves performance for short-term prediction although errors increase over
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longer horizons. This work addresses per-link heterogeneity and online model selection, but
maintaining separate models per link introduces additional computational and operational

overhead, especially in dense networks.

Overall, these works show that ML can accurately predict several network performance
indicators. They demonstrate that such predictions can be effectively derived from stack
parameters spanning different layers. In addition, several studies highlight that relatively
lightweight ML models can achieve high prediction accuracy with lower computational
cost, making them suitable for real-time prediction. However, most existing approaches
remain prediction-oriented rather than control-oriented. They estimate future performance,
but they do not directly determine which parameters should be reconfigured, when the
reconfiguration should be applied, or how different nodes should be configured according

to their topological roles.

A second group of works goes beyond prediction and uses ML to directly adapt MAC-
layer behavior. A recent survey [117] shows that ML-based MAC research has grown
significantly during the last decade.

Reinforcement-learning-based approaches are used widely in distributed MAC design
because they enable nodes to learn suitable configurations through trial-and-error interaction
with the environment. Gomes et al. [118] propose a self-organizing MAC framework that
switches between contention-free and contention-based MAC protocols, namely TDMA
and CSMA. The switching decision is driven by network conditions such as traffic load,
PDR, delay, and channel conditions. The results show that the dynamic switching between
MAC techniques achieves a higher packet reception ratio, lower control overhead, and lower
energy consumption. However, the reconfiguration granularity remains coarse because
the action consists of selecting an entire MAC protocol rather than fine-grained tuning of

protocol parameters or per-node scheduling decisions.

Musaddiq et al. [119] propose a cross-layer optimization mechanism. The model uses
channel collision probability obtained from the MAC layer and combines it with network-
layer ranking states to improve forwarding decisions. The results show improvements
in packet reception and energy consumption. Wu et al. [120] propose an approach that
directly reconfigures the contention-period length according to traffic load. A cluster-
head node periodically observes the number of successful, collided, and idle slots and
reconfigures the next contention-period length accordingly. The results show that dynamic
MAC reconfiguration achieves higher throughput, lower end-to-end delay, and lower failed-

contention energy consumption than static configuration.

In addition, different ML approaches are used to optimize MAC-layer performance.
Albalawi et al. [121] propose a priority-aware hybrid MAC protocol. The protocol combines
TDMA with bitmap-assisted (BMA) contention-based MAC, a contention-reduction scheme
in which nodes use a bitmap to indicate transmission intentions or reserve slots to avoid col-
lisions. Continuous monitoring nodes use allocated TDMA slots, while periodic-monitoring

nodes use the BMA protocol. For periodic-monitoring nodes, the protocol adopts an
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ML-based mechanism that estimates how many transmissions are needed and when these
transmissions should occur, based on their data-generation patterns, in order to configure
bitmap-assisted access. The evaluation shows reduced energy consumption and lower

transmission latency compared with static benchmarks.
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Figure 3.12: Prediction-based adaptive duty-cycle for solar energy-harvesting networks [122]

Recent work connects prediction and MAC adaptation to provide proactive MAC-layer
reconfiguration. Sarang et al. [122] propose a prediction-based adaptive duty-cycle MAC
protocol for solar energy-harvesting networks. As illustrated in Figure 3.12, the key idea is
to use a neural network to predict future harvested solar energy and combine this prediction
with the current residual energy to adjust the receiver duty cycle. The protocol also includes
a self-adaptation mechanism in which the receiver advertises its duty cycle in the wake-up
beacon, allowing sender nodes to align their sleep duration with the receiver schedule and
reduce idle listening. The reported results show reductions in packet delay and energy
consumption compared with existing static energy-harvesting MAC protocols. However,
the adaptation mainly targets energy-harvesting networks and focuses on a single-hop

clustered topology rather than general multi-hop LLWNs.
Overall, existing ML-based works show that learning techniques can support LLWN

adaptation in two main ways. First, prediction-oriented studies demonstrate that ML
frameworks can infer important network metrics from runtime or historical measurements.
Second, adaptation-oriented studies show that ML can be used to adjust network protocol
configurations and enhance performance. However, most existing studies address only
one part of the adaptation loop. Prediction-oriented works usually stop at performance
estimation and do not translate forecasts into concrete protocol changes. Conversely, MAC
adaptation works often embed the learning logic inside a specific protocol and react to
observed conditions, but they do not provide a complete architecture that continuously
collects network metrics, infers near-future performance, decides which protocol changes

are required, and pushes these changes to the nodes before degradation becomes critical.
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3.3.3 Conclusion

Adaptive MAC protocols show that static configurations are insufficient when traffic load,
node density, packet priority, or application requirements change. They also demonstrate
the value of hybrid MAC protocols that combine contention-based access with scheduled
transmission opportunities. However, their adaptation logic is usually local and driven by

predefined configurations, thereby missing broader and more complex network conditions.

Machine learning has emerged as a strong candidate for providing intelligent and
efficient management of wireless networks by capturing the complex relationships between
network conditions, network configuration, and performance variations. Machine-learning-
based studies show that runtime measurements can be used to predict different network
performance metrics. These prediction models provide a concrete basis for anticipating
future performance degradations, thereby allowing the network to adapt proactively and
avoid prolonged degradation phases. Other works go further to adapt network configuration,
particularly MAC behavior. Collectively, these studies demonstrate the potential of machine

learning for MAC-layer control.

3.4 Conclusion

This chapter reviewed the state of the art along three dimensions that are central to the
evolution of LLWNs. The first part of the chapter showed that conventional firmware-image
updates remain the dominant maintenance mechanism in LLWNSs, but they are poorly
suited to frequent and selective evolution of the network stack. FExisting alternatives
reduce some update overheads, but they remain largely application-oriented and relatively
coarse-grained. The second part of the chapter examined control plane deployment models
in LLWNs, with particular attention to hybrid deployments. Hybrid deployments offer
a more balanced direction by combining local autonomy with centralized coordination.
Nevertheless, existing hybrid solutions in LLWNs still provide only limited interaction
between local and global control logic, and they do not fully address the coordinated
and state-aware runtime evolution of the communication stack. The third part of the
chapter focused on MAC-layer adaptation. Adaptive MAC protocols improve performance
under specific conditions, but their adaptation mechanisms are typically reactive, local,
and rule-based. Machine-learning-based studies further show that network measurements
can be used to predict important performance metrics and directly adapt MAC behavior.
However, most approaches treat prediction and adaptation as two separate tasks, without

providing an integrated framework for proactive reconfiguration.

This thesis addresses these gaps through three contributions in the following chapters.
In Chapter 4, it first proposes a modular network-stack design based on lightweight
virtual functions, providing fine-grained decomposition and enabling selective and fast

runtime updates. This fine-grained design is then supported by semantic and state-aware
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management of network-stack updates, enabled by hybrid control plane deployments as
illustrated in Chapter 5. Finally, in Chapter 6, the thesis proposes proactive traffic-aware
MAC-layer control based on ML. The framework integrates real-time measurements
with short-term predictions to anticipate future performance degradation. It also uses
recommendation models to propose proactive MAC-layer reconfigurations based on these

predictions in order to maintain performance and minimize power consumption.
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4.1 Introduction

The inherent dynamic nature of wireless networks creates a clear need for network pro-
grammability to enable runtime reconfiguration of the protocol stack to respond to changing
conditions and requirements, improve performance, while reducing overhead and respecting
LLWN constraints. In many LLWN operating systems such as RIOT [68] and Contiki-
NG [69], the application logic, network stack, and functional modules are compiled into
a single firmware image. As a result, network stack updates require rebuilding and

redistributing the entire image [13].

This thesis started the study by analyzing the firmware size of different operating
systems in LLWNs to show that this kind of update is not suitable for frequent and
dynamic network stack updates. The delivery of large binaries is particularly challenging,
resulting in long update durations, increased congestion with application traffic, higher
power consumption, and a greater probability of failure. If the update fails during or after
a long download phase, recovery may be costly because a significant portion of the image
may need to be retransmitted. As a result, the larger the update and the longer the update

process, the more vulnerable it becomes to the network conditions and the constraints of
LLWNSs.

The bulky and rigid nature of image-based updates creates a significant gap between
network requirements, network constraints, and the currently available solutions. These
limitations motivate a different approach to network-stack evolution, based on modularity
and selective updates. Instead of replacing the whole firmware image, the update mechanism
should target only the affected network function, preserve the unaffected protocol state

whenever possible, and keep communication, memory, energy, and execution overhead low.

This chapter proposes the Flexible architecture for low-power lossy IoT Networks with
programmablE network STACK and semantic runtime updates (FINE-STACK), a unified
and adaptive network architecture for LLWNs. The core component of FINE-STACK is a
modular network stack in which network functions are implemented as lightweight Virtual
Functions (VFs). These VFs provide a fine-grained structure that can be dynamically
composed to support different network protocols by chaining sets of VFs. The modular
stack is managed through a central orchestrator that enables selective OTA updates.
FINE-STACK thus provides a wide range of programmability, from fine-grained parameter
tuning, such as adjusting the retransmission limit at the MAC layer, to full protocol or

function replacement, such as augmenting UDP with reliable features.

This chapter validates the core mechanism through a UDP-based proof-of-concept.
The validation aims to assess the runtime performance enhancements enabled by the
modular design of FINE-STACK, the resulting update optimization, and its compliance
with LLWN constraints. More complex protocol implementations and state-aware control

plane reconfiguration are addressed in the next chapter.
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4.2 The FINE-STACK Design

FINE-STACK introduces a modular network stack coupled with centralized orchestration.
In this architecture, core networking functions are decomposed into Virtual Functions
(VFs) that can be composed to form complete network protocols. This modular design
gives the stack a highly fine-grained structure, enabling precise and efficient management
of individual protocol components. Such fine granularity is complemented by remote OTA
updates, which make it possible to apply fast, selective, and lightweight modifications to

the stack without requiring full firmware replacement.

The central orchestrator is responsible for managing the network stack across the nodes
by updating or replacing active VFs as needed, thereby ensuring consistent and safe runtime

updates throughout the network.

4.2.1 Design Concepts

The FINE-STACK architecture is founded on four key design principles:

1. Fine-Grained Modularity: Instead of a monolithic stack, protocol functionality
is decomposed into independently updatable services (Virtual Functions). This
enables selective changes with much smaller update payloads and shorter update
times, thereby reducing bandwidth usage, energy consumption, and update failure

probability.

2. Logical and Execution Isolation: Network functions are isolated from each other
and from the operating system, preventing fault propagation and simplifying lifecycle
management. Isolation improves reliability, supports safe rollouts/rollbacks, and

eliminates interdependencies that hinder evolution.

3. Over-the-Air Update Capability: The advantages of modularity are fully realized
when combined with a secure and reliable remote update mechanism. Integrating
OTA capabilities with a modular architecture enables frequent and efficient updates,

ensuring continuous optimization of network performance over time.

4. Central Network Orchestrator: A logically central orchestrator supervises the
network stack across devices to coordinate configuration, scheduling, and adaptation.
In addition to orchestration, it can host control logic in some deployments when

global optimization is required, improving performance and policy consistency.

4.2.2 Network Stack

The network stack is built from Virtual Functions (VFs), which are minimal building
blocks that each implement a specific network function through well-defined interfaces. A

submodule denotes a logical unit formed by composing two or more VFs in order to realize
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Figure 4.1: FINE-STACK VF-based network stack in an LLWN device

a concrete capability or feature within the network stack. A complete network protocol can
therefore be constructed by combining VFs and submodules, enabling the implementation

of communication protocols across different layers of the stack, as illustrated in Figure 4.1.

For example, at the network layer, a Parser VF may process a received packet and
extract its header fields before forwarding it to a Packet Processing submodule composed of
multiple VFEs. Subsequently, another VF may act as a Deparser to prepare the packet for
transmission. VFs; whether used individually or grouped into submodules, can implement
a wide range of mechanisms, including backoff algorithms, packet scheduling, link-quality
estimation, routing decisions, and neighbor discovery. The primary goal of this stack design
is protocol agnosticism, allowing any protocol, whether belonging to the data plane or the

control plane, to be implemented entirely through VFs.

The adoption of lightweight VFs is driven by the need to minimize overhead in resource-
constrained LLWNSs, ensuring strong isolation and independence both among VFs themselves
and between VFs and the underlying operating system. This isolation guarantees safe and
secure updates of network functions without compromising system stability. Constructing
the network stack at the VF level introduces a high degree of modularity, enabling reuse
of the same VF across different layers and protocols, thereby improving reusability and
reducing redundancy. This fine-grained modular design enables fast, selective, and consistent
runtime updates of the stack, offering an efficient and low-overhead update mechanism,

especially when integrated with remote OTA management described in the next section.
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Figure 4.2: FINE-STACK architecture. The orchestrator manages the VF-based network
stack through the Network Manager and Management Server, while each device maintains
a VF Pool and Management Agent to validate, install, and coordinate updates across
constrained nodes.

4.2.3 Complete Architecture

Figure 4.2 details the FINE-STACK architecture. To implement the modular network
stack in LLWN devices, each device maintains a VF Pool that stores all locally available
functions, which can be dynamically triggered by the network stack to execute specific
protocol- or layer-level operations. This architecture promotes strong modularity and
reusability, allowing the same VF to be invoked by multiple layers or protocols, thereby

improving memory efficiency and reducing redundancy.

To manage network stacks across LLWN devices, FINE-STACK integrates a central
orchestrator responsible for monitoring and configuring devices over the air. The orchestra-
tor includes two main components: (i) the Network Manager and (ii) the Management

Server.

The Network Manager is responsible for collecting network metrics, evaluating
network conditions, and making adaptive decisions accordingly. These decisions may
involve modifying an active VF or replacing it with a new one. Once an update is required,
the Network Manager generates the new VF(s), compiles and validates them, and transfers

the resulting binaries to the Management Server for distribution.

The Management Server serves as the orchestrator’s interface to LLWN devices
and ensures secure and reliable update delivery. To achieve this, each VF' is encapsulated
with metadata to form an Update Package. The metadata ensures secure delivery through
authentication (using cryptographic keys) and integrity verification (using hash functions),

as well as version control. It also contains installation-related information such as the
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activate it synchronously after enough nodes acknowledge installation.

target device type, update size, and the VF’s designated position within the VF Pool.

On the device side, each node hosts a Mlanagement Agent, which forms the endpoint
of the management loop with the Management Server. Upon receiving an Update Package,
the Management Agent authenticates, verifies, and decapsulates the VF and metadata.
The validated VF is then installed into the VF Pool, guided by the provided installation

parameters.

4.2.4 Update Process

The update process, illustrated in Figure 4.3, follows a coordinated two-phase proce-
dure—install, then activate—to preserve network-wide consistency. It begins when the
orchestrator decides to initiate an update and generates the corresponding VF binaries (1).

The new VF is then transferred to the Management Server (2), which is responsible for
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delivering the update to the LLWN devices.

The Management Server encapsulates the VF with the required security and installation
metadata to create an Update Package (3) and subsequently notifies all Management
Agents in the LLWN devices about the available update (4). Each Management Agent
then authenticates the orchestrator (signature verification) before initiating the download
of the new VF (5). Upon successful reception, the Management Agent parses the Update
Package, extracts the hash to verify integrity, retrieves the installation metadata (6), and

stores the new VF in the VF Pool, awaiting an activation command (7).

Once installation is complete, each Management Agent sends an acknowledgment (Ack)
message to the Management Server (8). The Management Server waits until a sufficient
number of LLWN devices confirm successful installation (9). After that, the Management
Server issues an activation command to all Management Agents (10), enabling the new
VF simultaneously and prompting them to activate the new VF in the pool (11). This
two-phase scheme ensures that all devices run the same VF version, maintaining semantic

consistency across the network.

For reliability, if an acknowledgment is not received within a specified timeout, the
Management Server retransmits the Update Package up to a predefined Maximum Number
of Retries. Nodes that remain unresponsive are marked as inaccessible. The activation

process proceeds once the Minimum Number of Updated Devices threshold is reached.

4.3 Evaluation

This section presents a proof-of-concept implementation on real hardware platforms to
experimentally validate the proposed FINE-STACK architecture. Specifically, the User
Datagram Protocol (UDP) is decomposed into two VFs: UDP-Send and UDP-Recv. This
protocol is chosen for its simplicity, making it an ideal candidate for an initial validation
of the framework. To demonstrate FINE-STACK’s flexibility, UDP is then extended to
support reliability through the addition of sequence numbers, acknowledgment messages

(ACKs), and a retransmission queue.

For benchmarking, the FINE-STACK UDP implementation is compared with the native
UDP module of the RIOT operating system [68]. Figure 4.4 illustrates the network stack
and update methodology of both implementations. In the native implementation, any
update or modification of UDP requires retransmission of the entire firmware image. In
contrast, FINE-STACK selectively updates only the corresponding VFs, namely UDP-Send
and UDP-Recv. A direct quantitative comparison with prior work is not feasible due
to differences in supported update granularity and underlying operating systems, which

strongly influence timing and memory behavior.

Femto Containers (FCs) [88] are used to implement the VFs. Femto Containers are

a middleware framework designed to deploy lightweight virtual functions on constrained



4. A Modular Network Stack Design for LLWNs 60

/ Native Update N\ Native Stack FINE-STACK Stack

Application Application Application
UDP- UDP-
Transport (UDP) Transport (UDP) Recv Send N
Network (IPv6) Network (IPv6) Network (IPv6)
Data Link (GoMacH) Data Link (GoMacH) Data Link (GoMacH)
Physical ‘ Physical ‘ ‘ Physical ‘

AN

Figure 4.4: Native and FINE-STACK stacks and update methodology

devices. More details are provided in Section 3.1.2.3. Although the original design of
FCs targets the application layer, we extend their scope to other layers of the network
stack. It is important to note that our architecture is not tied to a specific virtualization
technology. While we adopt Femto Containers in our implementation, any other lightweight

virtualization technique could also be employed to realize the proposed VFs.

For this implementation, the Constrained Application Protocol (CoAP) [44] is employed
to establish the management plane, where the Management Server and Management Agent
operate as a CoAP server and client, respectively. Software Updates for the Internet of
Things (SUIT) [123], a standardized and secure mechanism to describe, authenticate, and
manage software updates for constrained IoT devices, is used to encapsulate VF update
files and metadata in SUIT manifests. The resulting management plane follows a CoAP-
SUIT/UDP/IPv6/6LoWPAN stack, ensuring compatibility with existing IoT standards

and efficient operation in constrained environments.

All experiments are conducted on the SLICES-FR testbed at the Lille site, using
IoT-LAB M3 nodes representative of typical LLWN devices. Each node features 256 kB of
Flash memory, 64 kB of RAM, an ARM Cortex-M3 processor, and a 2.4 GHz transceiver.

To ensure reproducibility, the complete implementation is publicly available on GitHub *.

To emulate realistic operating conditions, the GoMacH duty-cycling protocol [111],
introduced in Section 3.3.1, is integrated to reduce power consumption. The network
stack used in our experiments follows the protocol suite composed of UDP, IPv6-RPL,
6LoWPAN, and GoMacH.

As shown in Figure 4.5, the experimental topology consists of 25 nodes physically
deployed across the SLICES-FR testbed. One node operates as the Border Router (BR),
providing end-to-end connectivity to the Orchestrator, while the remaining nodes form
a multi-hop topology using the RPL routing protocol [41]. Depending on their physical
placement, the network depth extends up to three hops from the BR. Each node runs a
temperature-sensing application that periodically transmits a 1-byte UDP packet containing
the measured temperature to the BR every 40 seconds, with staggered transmission intervals

to avoid collisions.

"https://github.com/ahmahmod/fine_stack_0
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Figure 4.5: Topology on SLICES-FR testbed. It includes 25 M3 nodes, one node serves as
the Border Router (BR), providing connectivity to the orchestrator.

The evaluation focuses on three key aspects: (i) the impact of updates on network
performance, (ii) update performance in terms of size, duration, security, and recovery, and

(iii) system-level metrics such as resource utilization and energy efficiency.

4.3.1 Packet Delivery Ratio (PDR)

To demonstrate the benefits of the proposed UDP update, this section designs a controlled
scenario in which link quality degradation renders the connection unreliable and causes
packet loss. To mitigate this issue, FINE-STACK dynamically updates the running UDP
implementation to a reliable variant by integrating sequence numbers, acknowledgments,

and retransmissions upon timeout.

In this scenario, both the native and FINE-STACK implementations of UDP are
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Figure 4.6: Packet Delivery Ratio (PDR) comparison between FINE-STACK and native
implementation. FINE-STACK restores PDR by updating the network stack at runtime.

evaluated. Two neighboring nodes from the topology, denoted as node A and node B, are
selected. Node A transmits 300 UDP packets to node B in three successive stages of 100
packets each. The evolution of the PDR across the three stages is depicted in Figure 4.6.
In the first stage, both implementations use the baseline unreliable UDP without any
induced loss, thereby achieving a 100% Packet Delivery Ratio (PDR). In the second stage,
node B is configured to drop every fifth packet, simulating link degradation and resulting
in a 20% packet loss in both implementations. In the third stage, UDP is updated in
FINE-STACK to a reliable variant that retransmits lost packets at the next available
transmission opportunity. As a result, FINE-STACK restores the PDR to 100% at runtime

and without service interruption, whereas the native implementation remains at 80%.

This experiment highlights the importance of fast and selective network stack reconfigu-
ration to maintain the QoS required by diverse LLWN applications. Although the native
implementation could also achieve reliability by updating UDP, doing so would require a
full-image OTA update involving the transmission of a large binary image, longer update

duration, and a reboot that interrupts communication.

4.3.2 Update Size and Time

Installing reliable UDP extensions in the native implementation requires modifying the
operating system’s UDP module and transmitting the full firmware image to all nodes. In
contrast, FINE-STACK updates and transmits only the two VFs that implement the UDP
protocol, namely UDP-Send and UDP-Recv, rather than the full firmware. This subsection
presents a comparison of update size and duration between the two approaches.

Table 4.1 summarizes the update size transmitted to each node. The native full-image
update produces a substantially larger payload (109.6 kB) compared with FINE-STACK
(5.54 kB). This reduction directly translates into fewer packets transmitted from the
orchestrator to the nodes. Assuming a 64-byte payload per packet, as typically used for
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Table 4.1: Update size comparison between FINE-STACK and native implementation.
FINE-STACK reduces the update size by 94.9%

Metric Native FINE-STACK

Updated files Full firmware VF1 (UDP-Send) VF2 (UDP-Recv)
Size (kB) 109.6 2.67 2.87

Total size (kB) 109.6 5.54

CoAP update delivery in LLWNS, the native update requires approximately 1,713 packets,
whereas the FINE-STACK-based update needs only 87 packets (42 + 45), representing a

94.9% reduction in update size.
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Figure 4.7: Update time comparison between FINE-STACK and native implementation.
FINE-STACK reduces the update time significantly by 94.4%

The corresponding update duration scales critically with network size. As shown
in Figure 4.7, FINE-STACK reduces the total update time by 94.4% compared to the
full-image approach. The native update experiences substantial delays due to multi-hop
communication, duty-cycling effects, and concurrent application traffic, all of which increase
collision probability and packet loss. Under the same conditions, FINE-STACK completes
the update in less than 1,385 s thanks to its significantly smaller update size, whereas the
native update exceeds 24,779 s. The measured update time also includes retransmissions
to recover from packet loss at both the MAC layer (GoMacH) and the application layer
(CoAP).

Overall, FINE-STACK demonstrates superior scalability and efficiency, particularly
in dense, multi-hop, and lossy networks where minimizing update size is crucial for
rapid reconfiguration. Larger updates introduce higher packet overhead, increased loss
probability, more retransmissions, and elevated network contention, all of which degrade

network performance.
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Figure 4.8: Post-update convergence time. While the native implementation requires more
than 60 s to reconverge, FINE-STACK avoids any reconvergence delay

4.3.3 Post-update Convergence

One major limitation of full-image firmware updates is the loss of volatile network state
caused by the mandatory reboot that follows installation. This reboot interrupts network
connectivity, forcing nodes to re-establish communication and rebuild routing tables. In
contrast, FINE-STACK allows selective updates of VFs without requiring a device reboot,

preserving active connections and eliminating the need for time-consuming reconvergence.

The post-update reconvergence time of both FINE-STACK and the native implementa-
tion is illustrated in Figure 4.8. Here, post-update reconvergence time denotes the duration
required for the Border Router (BR) to re-register a node in its forwarding table and restore
end-to-end communication. In the native implementation, this process takes more than
60 s and increases with hop distance from the BR, as nodes must sequentially exchange
routing messages to rebuild the topology. In contrast, FINE-STACK preserves the existing
network state during the update by avoiding a reboot, allowing nodes to remain fully

operational and effectively eliminating reconvergence delay.

This protects ongoing application sessions from service interruptions and scales gracefully
with network depth, demonstrating that fine-grained VF updates can achieve seamless

operation while enabling rapid and reliable network reconfiguration.

4.3.4 Update Overhead

In both FINE-STACK and the native implementation, the update process requires the
exchange of a SUIT manifest between the orchestrator and the updated nodes. This
manifest carries the metadata of the update package required for authentication, integrity
verification, version control, and installation. Table 4.2 reports the size of the control

metadata overhead and the associated processing time. Note that the overhead reported in
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Table 4.2: Update overhead cost. The cost in FINE-STACK is multiplied by the number
of updated VFs.

Metric Native FINE-STACK
VF1 VEF2
(UDP-Send) (UDP-Recv)
Update overhead load (bytes) 513 275 275
Total (bytes) 513 550
Processing-time overhead (ms) 3689 3689 3689
Total average (ms) 3689 7378

this section excludes the bytecode or binary payload corresponding to the new functionality

being deployed, which is already separately reported in Table 4.1.

In the native full-image update, the manifest size is 513 bytes, whereas in FINE-STACK
UDP-Send and UDP-Recv VFs require manifests of 275 bytes. This difference stems from
the metadata associated with each update type: the native manifest describes a complete
bootable firmware image, while the FINE-STACK manifest describes an individual VF.
However, the native manifest is transmitted only once per full-image update, whereas FINE-
STACK requires one manifest per updated VF. Consequently, the management overhead
in FINE-STACK increases linearly with the number of updated VFs, i.e., N x 275 bytes,
where N denotes the number of VFs included in the update. Using a 64-byte CoAP payload
in our evaluation, manifest transmission requires 9 control packets for the native full-image
update to deliver the 513-byte manifest. In FINE-STACK, manifest transmission requires
5 control packets for each VF.

A similar trend is observed for the processing-time overhead. Processing includes
the security and installation steps, such as signature authentication, version verification,
sequence-number validation, orchestrator-ID verification, device-class verification, and
digest verification after downloading the binary file. As reported in Table 4.2, each update
requires approximately 3689 ms of average processing time among the nodes. For the
native implementation, this processing cost is incurred only once, since the full firmware
image is described by a single manifest. In FINE-STACK, however, each updated VF is
handled as an independent update unit and, therefore, requires its own manifest processing.
Consequently, the average processing overhead scales linearly with the number of updated
VFs, i.e., N x 3689 ms. Therefore, when two VFs are updated, the total security verification
time in FINE-STACK roughly doubles that of the native update.

Overall, the increased management overhead observed in FINE-STACK is the direct cost
of fine-grained modularity, where each VF is handled independently, with its own metadata,
security checks, and installation process. Nevertheless, this overhead remains modest when
a small number of VFs are transmitted compared to the substantial reduction in update

payload size and update time achieved by avoiding full-image firmware replacement.
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Figure 4.9: Update and recovery: (a) Update phases, (b) Recovery cost at each phase

4.3.5 Security and Recovery Cost

FINE-STACK incorporates multiple security mechanisms to ensure the authenticity, in-
tegrity, and reliability of the update process. Figure 4.9-(a) illustrates the sequence of
update phases together with the corresponding security checks, including signature and di-
gest verification, sequence-number and version validation, as well as vendor and device-class

identification.

FINE-STACK also includes recovery mechanisms to preserve robustness in the presence
of update failures. If any phase of the update process fails, the device notifies the
orchestrator, which then triggers a recovery procedure to retransmit the corrected update.
Figure 4.9-(b) compares the recovery time of FINE-STACK and native full-image firmware
updates after a failed update of the UDP-Recv VF and the full firmware image, respectively,
on the same node. The recovery time consists of two components: the time spent in the

failed attempt and the time required to retry and retransmit the update.
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For the retry component, the native implementation always incurs a longer delay because
it must repeat the entire update process, including transmission of the full firmware image,
whereas FINE-STACK retransmits only the affected VF.

For the failed-attempt component, when the same update sequence is applied, FINE-
STACK and native full-image updates exhibit similar attempt times if the failure occurs
before the download phase (P9), since the binary has not yet been transmitted. In contrast,
when the failure occurs during or after P9, which includes downloading the updated file, the
failed attempt takes longer and the total recovery cost increases, particularly for full-image

updates because of the larger file size and the corresponding longer download time.

Overall, the recovery latency of FINE-STACK remains significantly lower than that of
native full-image updates, especially for failures occurring during the long download phase,
owing to the substantial reduction in update size. This result confirms the resilience and
efficiency of FINE-STACK under adverse update conditions.

4.3.6 Memory Footprint
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Figure 4.10: Memory footprint: (a) Flash memory, (b) RAM memory

Enabling UDP using FINE-STACK in the RIOT operating system requires adding
specific modules. Figure 4.10 compares the flash and RAM memory requirements of
FINE-STACK with those of the native RIOT implementation for the UDP protocol.

Regarding flash memory, FINE-STACK introduces an additional footprint composed of
two parts: (i) Architecture-related: includes the VF engine that enables virtual functions
in the operating system, as well as the management plane components that interface
between the orchestrator and the LLWN devices. These elements are required only
once, regardless of the number of implemented protocols. (ii) Protocol-related: contains
the UDP functionalities. In FINE-STACK, the UDP code size is nearly twice that of
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the native implementation due to the decomposition of UDP functions into two VFs,
which introduces some code duplication, additional dependencies, and reduced compiler
optimization. However, the overall increase in flash memory remains small and acceptable,
totaling 8.57 kB, which corresponds to 7.82% of the native RIOT firmware’s total size.

Regarding RAM memory, the native RIOT implementation allocates a dedicated thread
for each protocol, meaning that the UDP protocol alone requires a 1 kB RAM stack.
In contrast, FINE-STACK invokes the UDP-Send or UDP-Recv VFs directly from the
triggering thread, eliminating the need for an additional dedicated thread. Although it
introduces an additional 200 bytes of RAM for the VF engine, FINE-STACK reduces the
overall RAM usage by 800 bytes.

Download Slot

The download slot refers to the memory space required to temporarily buffer the incoming
data chunks during an update. This requirement represents a critical limitation for LLWNs
when using traditional full-image updates, since they demand available flash memory
almost equal to the size of the running firmware. In practice, such free memory is rarely
available on constrained devices, often making updates infeasible. FINE-STACK overcomes
this limitation by requiring only a RAM slot equal to the size of the largest VF. In our
experiment, updating UDP requires 109.6 kB of flash memory in the native implementation,
whereas FINE-STACK needs only 3 kB of RAM, overcoming one of the major limitations of
constrained devices. This drastic reduction not only eliminates a key barrier for updating

constrained devices but also improves the practicality and reliability of in-field updates.

Overall, the memory extensions introduced by FINE-STACK remain negligible, while
the elimination of excessive slot size requirements clearly demonstrates the suitability of

our architecture for highly resource-constrained LLWNs.

4.3.7 Power Consumption
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Figure 4.11: Power Consumption
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Power is one of the most constrained resources in LLWNs, making it crucial to ensure
that FINE-STACK does not significantly increase power consumption. To compare the
power consumption of FINE-STACK-based UDP with the native UDP implementation
in RIOT, 1,000 packets were transmitted locally using the loopback interface on one
node. This setup allows us to measure the combined transmission and reception power

consumption on the same node while excluding the contribution of the radio transceiver.

Measurements were performed using the INA226 hardware monitor available on the
SLICES-FR testbed. Power samples were collected every 588 us, with an averaging count
of 512. Figure 4.11 presents the distribution of the collected power consumption samples.
Results show that the power consumption of FINE-STACK is comparable to that of the

native implementation, confirming that it introduces no significant overhead.

In general, FINE-STACK exhibits power consumption comparable to that of the native
implementation, reflecting the lightweight execution model of VFs. These results indicate
that FINE-STACK preserves the low-energy operation required in LLWNs while enabling

modularity and programmability.

4.3.8 Execution Time
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Figure 4.12: Execution Time

This section evaluates the processing time, a key factor in LLWNs when stringent timing
constraints may apply, such as in TDMA-based MAC protocols. To this end, this section
quantifies the in-device processing time required to send and receive a packet at the UDP
layer—referred to as the execution time—and compares it with that of the native RIOT
implementation. A total of 1,000 messages were sent between two nodes, from node A to

node B, measuring the send time on node A and the receive time on node B.

Figure 4.12 shows the average send and receive times over the 1,000 transmissions. First,
the send time is longer than the receive time in both implementations due to implementation
details, as the send process includes a while loop. Second, FINE-STACK introduces a
small execution time overhead in both sending and receiving due to virtualization with

VFs, amounting to 88.86 us for sending and 58.29 us for receiving. This additional delay
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mainly results from the interactions between the UDP VFs (UDP-Send and UDP-Recv)
and the operating system through APIs.

Nevertheless, the observed overhead—on the order of tens of microseconds—is negligible
compared with the typical 10 ms time-slot duration of TDMA-based MAC protocols,

ensuring that it does not compromise timing requirements.

4.4 Conclusion

This chapter introduced FINE-STACK, a network architecture that marks a shift from
hardware-centric to software-driven networking and paves the way toward fully pro-
grammable wireless networks. FINE-STACK relies on a modular network-stack design
based on lightweight virtual functions that can be composed into protocols, updated over

the air, and managed securely by a central orchestrator.

FINE-STACK was validated through a proof-of-concept implementation based on the
standard unreliable UDP protocol, which was then dynamically extended with reliability
support. UDP was selected because of its simplicity, as the protocol can be represented
using only two virtual functions, namely UDP-Send and UDP-Recv, making it well suited
for an initial demonstration of FINE-STACK’s capabilities. To introduce reliability into
UDP, FINE-STACK significantly reduced update size and update duration compared
with full firmware replacement. It also preserved seamless, reboot-free operation, thereby
avoiding post-update reconvergence and service interruption. In addition, the update
overhead of FINE-STACK remained acceptable while still providing secure updates and
resilient recovery. Overall, resource usage in FINE-STACK remains practical: the memory
overhead is acceptable, power consumption is comparable to the baseline, and processing
overhead is negligible, confirming the suitability of FINE-STACK for constrained LLWNs.

The next chapter extends the validation to a more complex protocol, namely the RPL
routing protocol. It also extends the flexibility of the architecture to support dynamic
control plane deployment and, in particular, hybrid control plane operation that combines
local autonomy with global management to enable state-aware updates of the network
stack. This operation thereby avoids inconsistencies resulting from state loss that may

otherwise arise during modular runtime updates.
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5.1 Introduction

The previous chapter introduced FINE-STACK as a modular network-stack architecture and

showed that selective runtime updates can reduce update size and update time compared

with full-image replacement. In addition, it eliminated the need to reboot after updates,

thereby avoiding the loss of previously established state and the subsequent reconvergence

wave. However, eliminating the reboot does not, by itself, resolve all runtime-update

challenges. Some network-stack updates, particularly control plane updates, also modify

protocol state and may therefore trigger reconvergence even when no reboot occurs.

This bootstrapping overhead increases with network size, leading to service interruptions,

higher energy consumption, and reduced network availability. Reconvergence delays can
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be significantly mitigated by explicitly understanding what is being updated and how to
update it safely.

Centralized control plane deployments can leverage their global network view to store
state and push it back to nodes after an update, thereby avoiding the reconvergence
process. However, fully centralized deployments, such as those based on SDN, create a
strong dependency on backhaul reliability. A backhaul link, which connects the nodes to
the central control plane, must reliably carry telemetry and control information across
the network. Congestion or disconnections on this link can degrade telemetry collection
and delay policy dissemination, leaving nodes with outdated configurations or inconsistent
states. Establishing a reliable backhaul also requires dedicating resources, which reduces

the overall network capacity [18, 90].

The problem addressed in this chapter is therefore to design a control plane deployment
and update mechanism that preserves the benefits of distributed control, exploits the global
knowledge of centralized control when beneficial, and applies runtime updates capable
of restoring or transforming protocol state after control plane modifications. Building
on the foundation established in the previous chapter, the present chapter extends the
FINE-STACK architecture by supporting enhanced versions of centralized and distributed
deployments and introducing state-aware updates using hybrid control plane deployment.
The validation compares the performance of the proposed deployments and evaluates
the hybrid model against the distributed and centralized alternatives in terms of global

optimization and local autonomy.

5.2 FINE-STACK with Hybrid Control Plane Deployment

This section discusses how FINE-STACK supports different control plane deployments,
with a focus on routing, using RPL and SDN as representative distributed and centralized
control plane deployments, respectively. It then introduces a state-preserving RPL update
approach as a hybrid control plane deployment. Although this chapter focuses on existing
routing-oriented control plane deployments, the proposed architecture is not limited to

these cases and can be extended to other protocols, layers, and future hybrid models.

5.2.1 Network Stack for Different Control Plane Deployments

A given networking task in FINE-STACK can be realized using a single VF or a combination
of multiple VFs grouped as a submodule. These VFs can be used to implement control
plane logic/code locally on devices in distributed control plane deployments or to carry
rules that define forwarding actions pushed remotely in centralized control/management

plane deployments, as illustrated in Figure 5.1.

In distributed control plane deployments, the RPL routing protocol can be implemented

using VFs at the network layer, as illustrated in Figure 5.1-(a). A VF may act as a parser
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Figure 5.1: VF composition in the FINE-STACK network stack to realize different control
plane deployments: (a) Distributed, (b) Centralized, and (c¢) Hybrid.

that processes incoming RPL packets and forwards them to a processing submodule. This
submodule includes multiple VFs, each responsible for handling a specific type of routing
control message in order to construct the routing state. The resulting output is then passed
to a VF acting as a rule installer, which interacts with the forwarding table and installs
the corresponding rules. The same design principle can be applied across other layers of
the network stack.

In this deployment model, unlike traditional solutions that require full-image firmware
replacement for reconfiguration, FINE-STACK enables targeted updates that modify only
the relevant VFs. This results in significantly faster, more efficient, and more reliable

updates.

In contrast, centralized control plane deployments use VFs to transport and install
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rules pushed by the central controller into the data plane of the devices. For example, an
SDN-like deployment can be implemented by executing VFs received from the controller
that carry new rules, which are then installed through a rule installer interacting with the

forwarding table, as shown in Figure 5.1-(b).

Moreover, FINE-STACK can disseminate rules spanning multiple layers or functional
domains, such as the routing and MAC layers, thereby providing a unified and multipurpose
centralized control plane solution. In addition, new rules can be defined and deployed
through VFs without requiring a full software update on the devices, which significantly

improves flexibility and reduces downtime.

These two approaches can also be combined, as illustrated in Figure 5.1-(c), to form a
hybrid deployment in which a local control plane is implemented using VFs, for example to
realize the RPL protocol, while additional VFs carry rules pushed by a global centralized
control plane. A rule installer is then used to apply rules originating from both the local

and global control planes.

5.2.2 Architectural Support for Hybrid Deployment

FINE-STACK provides the architectural support required to enable the proposed hybrid
deployment by also hosting the global control plane at the orchestrator. In this model, the
orchestrator continues to manage and update the VFs that implement the logic of the local
control plane, as in the distributed model, while also injecting global decisions, as in the

centralized model.

[ LLWN Node |
r Network Stack |
Network Stack Orchestrator
Local RPL Control Global Control
Processor
e Global . _ } L _ _ _ _ Global Control Plane
Installer Rules

Parser Forwarding Table

( Kernel / Operating System )

Figure 5.2: Proposed hybrid deployment in FINE-STACK.

For example, as illustrated in Figure 5.2, LLWN devices can execute RPL as a local
distributed control plane, exchanging control messages to build and maintain the topology.
At the same time, the orchestrator maintains a global view of the network and stores
the state of each node, such as neighbor relationships and forwarding-table contents.
During updates, for instance when switching RPL modes, the new mode would normally
require rebuilding its state through the exchange of control messages, which results in

a reconvergence phase. Instead, the orchestrator can push the stored state back to the
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Figure 5.3: Topology on SLICES-FR. The network includes 46 M3 nodes; one node serves
as the Border Router (BR), providing connectivity to the orchestrator and acting as the
RPL root in the distributed deployment.

nodes in order to avoid the lengthy reconvergence process that would otherwise follow
such an update. This approach reduces overhead, limits congestion, and prevents service
interruption during topology reformation. To the best of our knowledge, this realization of
a hybrid control plane has not yet been demonstrated in LLWN environments, and the
VF-based design of FINE-STACK provides the modularity required to make it practical.

Overall, the use of VFs provides substantial flexibility, as they can encapsulate executable
logic as well as carry rules or state. This versatility supports distributed, centralized, and
hybrid control plane deployments and forms the foundation of a highly programmable

network stack.

5.3 Evaluation

In this section, we implement FINE-STACK on the RIOT operating system [68] and
evaluate its performance on a real-world testbed under three control plane deployment

models.

In the distributed deployment, RPL is decomposed into 11 VFs to handle distinct
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control messages and initiate the network. Runtime switching between storing and non-
storing modes is done to adapt routing behavior. Because non-storing mode is not natively
available in RIOT, we implemented and contributed this feature ourselves!. In centralized
deployment, the orchestrator acts as a central controller, installing topology rules on nodes
in an SDN-like manner via VFs. The hybrid deployment represents a specific realization in
which local RPL control is complemented by centrally injected state after updates. This
hybrid case demonstrates how FINE-STACK can combine local protocol autonomy with
global state restoration. However, general coordination between local and global control

decisions remains outside the scope of this work.

To implement the VFs, we use FCs [88]. In addition, CoAP [44] and SUIT [123] are
used to realize the management plane, following the same evaluation setting adopted in
the previous chapter. All three deployments are evaluated using a topology consisting of
46 M3 nodes as shown in Figure 5.3. Experiments run on the SLICES-FR real testbed,
Lille site and adopt the stack of IPv6, 6LoWPAN, and GoMacH.

A direct quantitative comparison with prior work is not feasible due to differences in
supported update granularity and underlying operating systems, which strongly influence
timing and memory behavior. Therefore, the comparison baseline is the native RIOT stack,

which mandates a full firmware reinstallation for any modification in the stack.

The evaluation focuses on two key aspects: (i) the update size and time of different
deployment models compared with the native implementation, and (ii) network perfor-
mance across deployments. To promote reproducibility, the implementation, scripts, and

configurations are released as open source?.

5.3.1 Update Size and Time

This section compares how VFs are used across the different deployments, each of which
features a distinct form of VF update, resulting in different update sizes and corresponding

delivery times.

To measure the update time and size for each control plane deployment, RPL switches
its operating mode between storing and non-storing for the distributed deployment. For
the centralized scenario, new forwarding rules are instead pushed to construct a topology
that optimizes link quality over hop distance. The resulting topology consists of 22 nodes
at one hop from the BR, 15 nodes at two hops, and 8 nodes at three hops, as determined
by the pushed rules. Finally, in the hybrid deployment, RPL switches between storing and

non-storing modes while preserving state information to avoid costly reconvergence.
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Table 5.1: Update size among control plane deployments.

Architecture Deployment Update Size (bytes)
Centralized - N x i, i € [104,208]
FINE-STACK Distributed To storing 3,758
To non-storing 2,966
Hybrid To storing . 3,758 + N X gy i € [104, 208]
To non-storing 2,966 + N X i, i € [104,208]
Native Distributed To storing . 123,000
To non-storing 125,728

5.3.1.1 Update Size

Table 5.1 compares the update sizes across the three deployments. In the centralized
control plane deployment, the orchestrator distributes rules to network nodes to construct
the topology. Each node receives a number of rules proportional to its position in the
topology and the number of descendants it serves. In FINE-STACK, each rule occupies
between 104 and 208 bytes, depending on whether optimizations are applied when grouping
multiple rules into a single VF. The total update size for a node is therefore N x [104,208]
bytes, where N denotes the number of rules assigned to that node. In our evaluation,
nodes were organized into three levels, resulting in different rule counts—and thus different
update sizes—per node. NN ranges from 1 for leaf nodes, which require only the default
route to the parent, to 46 for the root, which defines a route to each node in addition to a

default route.

In the distributed control-plane deployment, updates correspond to switching between
the two operational modes of RPL, i.e., storing and non-storing modes. With FINE-STACK,
only three of the 11 VFs implementing RPL require updating, namely those related to
DAO message handling and root formation, whereas the native RIOT stack mandates a
full firmware image replacement. The update size is identical for all nodes, as each node

must update its protocol logic.

The hybrid deployment extends both approaches by retaining RPL as the local control
plane while leveraging the orchestrator as a global control plane that pushes state informa-
tion to nodes. This mechanism eliminates the long reconvergence delays typically observed
after RPL updates. Consequently, in addition to the 3 VFs required in the distributed
deployment, the hybrid mode includes a fourth VF (the State VF), which encodes per-node
state (rules). The resulting update size therefore comprises a fixed component for the
distributed protocol logic and a variable component determined by the number of rules in
the State VF.

The native RIOT stack, by comparison, requires a full-image update even for minor

modifications. This results in very large update sizes that are impractical for throughput-

"https://github.com/ahmahmod/RIOT /tree/gnrc_ rpl_non_ storing
https://github.com/ahmahmod /fine_ stack
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Figure 5.4: CDF of node update times across control plane deployments. Centralized mode
is fastest with compact rule-only VFs, distributed mode is slower due to larger logic-bearing
VFs, and hybrid mode is slowest because it installs logic-bearing VFs and a State VF.

limited networks. FINE-STACK achieves a substantial reduction in update size compared
with full-image updates when switching RPL modes: 96.94% when switching from non-
storing to storing mode, and 97.64% in the opposite direction. These slight differences

arise from structural variations in the mode-specific VF implementations.

5.3.1.2 Update Time

The differing nature of updates across deployments leads to varying update sizes and
consequently different update times. Figure 5.4 presents the CDF of node update times,
showing the fraction of nodes that have completed the update as a function of time. The
centralized deployment achieves the shortest update time, since its VFs contain only the
rules pushed from the orchestrator to the nodes. However, VFs carrying rules must be
transmitted frequently to reflect changes in network conditions. In contrast, the distributed
deployment requires larger updates when switching between storing and non-storing modes,
as the VFs contain updated control plane logic/code. This results in longer update times,
although such updates occur far less frequently than in the centralized case. The hybrid
deployment produces the longest update time because it includes the three VFs from the
distributed deployment plus an additional State VF, increasing the overall update size.
This overhead, however, is compensated by the elimination of reconvergence delays after

updates, as discussed in the next section.
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Figure 5.5: CDF of node convergence time after updates. Distributed mode shows long
tails due to control plane re-exchange, while centralized and hybrid modes converge rapidly
through rule installation or state restoration.

5.3.2 Control Plane Deployments Performance Comparison

This section compares the advantages and limitations of each control plane deployment
model. Distributed deployments suffer from long convergence times, but they can recover
autonomously under unreliable link conditions. Centralized deployments, by contrast, can
achieve shorter convergence, but they may suffer from difficulties in delivering updates when
links are unreliable. The section also illustrates how hybrid deployments can overcome the

shortcomings of both fully centralized and fully distributed approaches.

5.3.2.1 Convergence Time

To evaluate convergence behavior after an update, the convergence time of each node
is measured, defined as the interval until it becomes connected and reachable from the
BR. Figure 5.5 shows the CDF of node convergence times after the update for all three
deployments, based on 20 experiments. In the distributed deployment, after switching
the RPL mode of operation, nodes operate autonomously and must re-exchange control
messages to rebuild their forwarding tables according to the new mode. This process
results in long convergence delays, as the extensive control-message exchange both slows
convergence and burdens the throughput-limited medium. In the centralized deployment,
the network is reconfigured to use a different parent-selection metric (link quality instead
of hop count) by pushing new rules to the forwarding tables of all nodes, effectively

rebuilding the topology from scratch, as occurs after RPL updates. Convergence is nearly
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Figure 5.6: Maintenance recovery time across control plane deployments. Recovery
increases with load, with centralized control degrading most due to congested multi-hop
rule dissemination. Distributed and hybrid modes recover faster through local fallback.

instantaneous, since nodes simply execute the VFs containing the rules pushed by the
orchestrator, without requiring any interaction with neighboring nodes. In the hybrid
deployment, the distributed approach is extended by switching between storing and non-
storing modes while additionally pushing state information to restore the forwarding-table
contents. The pushed state attaches each node to the parent it used in the previous mode
before switching. In storing mode, it also defines the routes to the node’s children. This
design brings the near-instant convergence of centralized deployments to the distributed
setting, effectively eliminating the lengthy reconvergence phase that typically follows an

update.

5.3.2.2 Recovery Time

While distributed deployments perform poorly in convergence after updates, centralized
deployments struggle to collect metrics to maintain the network view and deliver updates
reliably under lossy conditions in a multi-hop network. To evaluate these contrasting
behaviors, we measured the recovery time when some nodes leave the network. In our
experiments, six nodes were removed from the topology, and we measured the time required
for their children to reconverge. In the distributed deployment, this corresponds to the
time needed for nodes to discover alternative parents; in centralized deployment, it reflects
the time required for the orchestrator to recompute and disseminate new rules to select

alternative parents. The six removed nodes were selected under identical conditions in all
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experiments: each was a direct child of the BR, had at least two children, and each of
those children had at least one descendant. To highlight the vulnerability of centralized
deployments in lossy environments, we introduced network overload scenarios in which
nodes periodically transmit 1-byte UDP packets (every 1 s and 0.5 s) to the BR, emulating
common LLWN applications, such as healthcare applications [124]. Figure 5.6 compares
the recovery time across the three deployments under varying overload conditions, using

20 experiments per scenario.

Recovery time increases with load in all deployments. However, the centralized de-
ployment experiences the longest recovery delays, as rules must be recomputed first at
the orchestrator and then delivered via VFs through lossy multi-hop paths to the affected
nodes. Under high load, this leads to prolonged connectivity disruption, as nodes remain
disconnected while waiting for delayed reconfiguration from the central control plane. In
contrast, the distributed deployment recovers more rapidly, as affected nodes can locally
exchange control messages with stable neighbors and select alternative parents without
relying on remote rule delivery (no VF delivery). In our experiments, nodes were configured
not to cache alternative parents; enabling parent caching would allow the distributed

deployment to achieve near-instant recovery.

The hybrid deployment overcomes the limitations of centralized control in lossy envi-
ronments by allowing nodes to fall back on their local control plane to exchange control
messages and reattach to the topology, similarly to the distributed deployment. This mech-
anism ensures rapid reconnection and minimizes service interruption even with suboptimal
parent selection, while still allowing the global control plane to subsequently optimize

parent selection based on its global view when possible.

Overall, the results show that centralized and distributed deployments offer distinct
advantages depending on network conditions. Centralized deployments converge imme-
diately once updates are delivered, but they struggle with reliable update dissemination
under lossy and multi-hop conditions. In contrast, distributed deployments require a
reconvergence phase after updates; yet, they do not depend on rule delivery from a remote
controller. The hybrid deployment consistently outperforms both approaches by combining
the global optimization capabilities of centralized control with the resilience and autonomy
of distributed control. A remaining challenge lies in managing potential conflicts between

local and global decisions, which warrants further investigation.

5.4 Conclusion

In this chapter, FINE-STACK was extended to support programmable distributed and
centralized control plane deployments and to introduce a hybrid deployment model for
LLWNSs. The proposed hybrid control plane model combines the benefits of centralized
approaches, which provide globally optimized network decisions, with those of distributed

approaches, which enable fast reactions to local changes.
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Through extensive evaluation, FINE-STACK was shown to significantly reduce update
overhead across the three deployment models, thereby shortening update time and en-
abling more frequent network reconfiguration without disrupting running applications. By
preserving network state during updates, the hybrid mode avoids costly reconvergence,
achieves near-instant convergence, and improves network availability. This also allows
nodes to maintain stable operation even when the central controller becomes temporarily

unreachable.

The centralized deployment evaluated in this chapter assumes that the data plane and
the control/management plane share the same communication channel. However, some
architectures provide a separate channel or dedicated resources for central control in order
to improve its availability and reduce interference with data traffic. Exploring this direction

would be a valuable extension of the proposed hybrid deployment.

Although FINE-STACK significantly reduces update time, it currently relies on unicast
dissemination, which leads to redundant transmissions in scenarios where multiple nodes
receive the same update, such as in the distributed deployments. A promising direction
for future work is therefore the integration of multicast dissemination in order to further

accelerate and optimize update delivery.

Finally, the updates considered in this chapter remain reactive. The next chapter
extends this work by introducing intelligent orchestration mechanisms at the orchestrator’s
global control plane to automate network updates and enable proactive, self-adaptive

reconfiguration of the network stack.
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6.1 Introduction

The capacity-energy trade-off of LLWNSs is difficult to manage because LLWN conditions are
not stationary. In addition, application traffic may alternate between sporadic and bursty
event-driven phases [125]. A configuration that is energy-efficient during sporadic and low-

rate periodic traffic may therefore become unreliable during bursts, while a configuration
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designed for bursty traffic may waste energy during normal operation. Consequently, the
most suitable MAC configuration depends not only on the node’s position in the routing
topology and the forwarding burden imposed by multi-hop communication, but also on
the traffic regime [126].
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Figure 6.1: PDR under sporadic and bursty traffic regimes

Figure 6.1 illustrates this issue by comparing the packet delivery ratio (PDR) under
alternating sporadic and bursty traffic regimes using contention-based duty cycling only,
against a target PDR of 70%. The results, obtained from an experiment conducted
on the SLICES-FR testbed, show that the contention-based configuration satisfies the
target during sporadic traffic. However, when the bursty phase begins, the node fails
to maintain the target PDR, highlighting the need for more adaptive MAC behavior.
These observations motivate runtime adaptation to balance energy consumption and QoS

requirements according to current network conditions.

Chapters 4 and 5 introduced FINE-STACK, our modular network-stack architecture
that enables fast and fine-grained runtime reconfiguration of communication protocols.
However, the availability of a reconfiguration mechanism does not by itself determine when
reconfiguration should be triggered, which nodes should be affected, or which configuration
should be selected.

This chapter addresses this missing decision-making layer in the orchestrator. It focuses
on traffic-aware closed-loop MAC-layer control, in which runtime monitoring, short-horizon
prediction, recommendation, and online reconfiguration are combined to adapt MAC
behavior according to current and near-future network conditions. Such automation is
particularly important in LLWNs because the impact of a MAC configuration depends on
nonlinear interactions among traffic load, topology position, forwarding burden, contention,
retransmissions, and duty-cycle behavior. Machine-learning-based models can help capture
these interactions and support proactive decisions that would be difficult to derive using
static rules alone. The role of the orchestrator is therefore to use ML-based models to
maintain a target PDR while reducing the duty cycle whenever possible, in order to manage

the capacity-energy trade-off.
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6.2 Methodology and Framework
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Figure 6.2: Closed-loop control framework. It consists of two phases: Offline training and
Online closed-loop control.

The proposed framework exploits per-node telemetry to capture communication quality,
topology-dependent forwarding conditions, and traffic burstiness. It then uses learning-
based models to anticipate near-future PDR and duty-cycle evolution and to trigger
suitable reconfiguration actions. These actions include node-specific duty-cycle adaptation
under low-rate traffic and TDMA enabling under bursty traffic. The framework is built
on GoMacH [111], introduced in Section 3.3.1. Unlike approaches that treat predictive
modeling, adaptive MAC protocols, and closed-loop control as separate problems, the
proposed framework combines them into a single architecture deployed and evaluated
through realistic testbed experiments.

Our framework is organized into two main stages: offline design and training, and online

runtime management, as illustrated in Figure 6.2. The first stage aims to construct the

knowledge required for future performance forecasting and runtime protocol reconfiguration.
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To this end, the orchestrator collects realistic and representative measurements of network
state, context, and performance across a wide range of scenarios involving different MAC
configurations and traffic profiles. These measurements are then processed to build
structured datasets for both forecasting and recommendation. Based on these datasets,
several machine-learning models are trained and compared to select the most suitable

models for forecasting and runtime recommendation.

Max Allocated Slots (max_slot)

CcpP CPmax VvTDMA (utdma) Sleep

A
Y

Superframe (SF)

Figure 6.3: GoMacH configuration parameters.

In the second stage, the selected models are deployed online to continuously monitor
real-time network measurements and track the current network state. This runtime state
is then provided to the forecasting model, which predicts potential near-future perfor-
mance degradations. Based on these forecasts, together with the current node conditions,
the recommendation model determines whether GoMacH requires contention-parameter
reconfiguration or TDMA-oriented protection. The GoMacH configuration parameters
are illustrated in Figure 6.3. In the contention-based reconfiguration case, the frame-
work adjusts the initial contention period C'P, the maximum contention-period extension
C Ppuqz, and the superframe duration SF. In the TDMA-oriented reconfiguration case, it
also determines whether TDMA should be enabled u/*™? and selects the corresponding
slot-allocation setting max__slot in order to preserve the target performance while limiting
duty-cycle cost. The individual components of the framework are described in greater

detail in the following sections.

6.2.1 Dataset Collection

We consider an LLWN organized in a tree topology rooted at a sink node. The network is
composed of a set of nodes

N ={1,2,...,N},

organized around the root/sink. Each node periodically reports MAC and routing indicators.
At an instant ¢, the per-node GoMacH timing configuration of node ¢ € A is represented
by

cip = (CPy, CPI™, SFy), (6.1)

where CP,; 4, C’Pffgax, and SF;; represent the nominal contention period, the extended
contention period, and the superframe duration illustrated in Figure 6.3, together with the
network-wide TDMA state ugdma € {0,1} and the common slot budget maz__slot, which
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represents the maximum number of slots that a receiver node can schedule in TDMA.

Table 6.1: Dataset collection parameters.

Parameter Values

Testbed (site) SLICES-FR (Lille)

Number of nodes 25

Measurement window (A) 15s

Operating system RIOT

Network stack UDP/RPL/6LoWPAN/GoMacH
Contention period (CP) [10, 15, 20] ms

Max. contention period (CPnax) [3,7,11] x CP

Superframe (SF') [10,15,20,25,30] x CP
Periodic data rate 2 packets/s

Max. allocated slots (max__slot) [10,30, 50,70, 90,110, 130, 150]
Burst packets (burst_pkts) [5, 10, 20, 30, 40]

Table 6.1 summarizes the dataset collection parameters. In total, the dataset con-
sists of 85 experiments conducted on the SLICES-FR testbed and obtained through two

complementary parameter sweeps.

The first sweep explores the general GoMacH timing space through a full-factorial
design. The sweep considers 3 values for the contention period, 3 values for the maximum
contention period, and 5 values for the superframe duration, yielding 3 x 3 x 5 = 45
timing configurations, each run for a 1-hour experiment. The second sweep focuses on
burst-sensitive operation and TDMA-oriented behavior. In this case, the baseline timing
configuration is fixed, while the explored parameters are the TDMA allocation capacity
and the burst size, with 8 values for the former and 5 values for the latter. This produces
8 x 5 = 40 additional configurations, each run for a 30-minute experiment. This separation
is scientifically important: the first dataset captures the impact of general GoMacH timing
adaptation, whereas the second specifically isolates the interaction between bursty traffic
and TDMA-based slot allocation.

Each experiment involves 25 M3 nodes deployed on the Lille site. Each node runs
the RIOT operating system [68], on top of which we implemented software modules to
periodically collect measurements and export them to CSV files. Each node runs a protocol
stack composed of UDP, IPv6-RPL, 6LoWPAN, and GoMacH.

In every experiment, one node acts as the root, that is, the data sink. The remaining
nodes establish routes toward the root through RPL control exchanges. As a result,
the routing topology may vary across experiments due to environmental conditions and
testbed dynamics, which increases the representativeness of the dataset with respect to real
deployments. After an initial 3-minute warm-up period allowing routing convergence, each
node generates a 1-byte data packet in bursts or periodically, depending on the case. During
each run, every node exports MAC- and routing-level counters once per measurement

window t of duration A seconds. These raw measurements are subsequently collected by the
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orchestrator, which transforms them into supervised datasets for training and evaluating

the prediction and recommendation models, as detailed in the next subsection.

6.2.2 Dataset Construction

For each node and each experiment, a per-node trace is generated, from which the pipeline
derives window-level features consistent with the operation of the online orchestrator. Let
ASy, AFy, AByg, and AQ: denote, respectively, the per-window increments of successful
transmissions, failed transmissions, busy-channel events, and queue drops. Let AW} denote
the wake duration and AT} the elapsed time over the same observation window. The

delivery denominator Dy is defined as
Dy = AS; + AF; + AB; + AQy. (6.2)

From these quantities, the main MAC-level performance indicators are computed as

PDR, = Dfi tg,
Duty, = A?ch‘ )
BusyRatio, = DAtljtg, (6.3)
FailRatio; = D?ita’
QueueLoss; = DAti?—tal

where € > 0 is a small constant introduced to prevent division-by-zero in degenerate

windows.

To enrich these instantaneous MAC observations, the feature construction also incorpo-
rates topology-related information derived from the RPL routing protocol [41], together
with traffic-shape descriptors. For node ¢ at window ¢, the resulting input vector is defined

as

Zit = (PDRi’t, Dutym, BusyRatioi’t, FailRatio; ¢, QueueLossi’t, hit,di i, 785154, b@t),
(6.4)
where h;; is the hop distance from node ¢ to the root, d;; is the number of descendants
of node 7 in the RPL tree, rssi;; is the received signal strength indicator, and b;; is the

burstiness indicator associated with the traffic generated by that node.

The inclusion of h;; and d;; is important because node performance in a multi-hop
LLWN depends not only on local contention, but also on topological position. Nodes located
close to the root or serving many descendants generally relay more traffic and therefore

experience different reliability and duty cycle conditions than leaf nodes. In addition,
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wireless channel conditions are partially reflected by the signal-quality indicator rssi; ;.
Likewise, the burstiness term captures the temporal structure of the offered traffic, which
is especially relevant for identifying operating conditions under which a TDMA-oriented

mode becomes beneficial.

The burstiness indicator is computed within each observation window from the inter-
generation intervals of consecutive packets. Let iat; denote the k-th inter-generation
interval and let n be the number of interval samples in the considered window. The

burstiness is defined as )
nYp_qiats — (- iaty)
ny p_iiats +¢

bi,t - ) (65)

which yields a normalized value in the range [0, 1]. Values close to 0 correspond to nearly
periodic traffic, whereas values close to 1 indicate highly clustered transmissions separated

by long silent periods.

For example, if we have two traffic profiles, one generates continuous data at the rate
of one packet every 500 ms, while the other one generates bursty data at the rate of 20
packets every 10 s with an interval of 3 ms. We can illustrate the metric over a 20-second

observation window.

For continuous traffic with one packet generated every 500 ms, all inter-generation

intervals are identical. Over 20 s, the number of intervals is

20000

= =40.
500
Hence,
n
> iaty, = 40 x 500 = 20000,
k=1
and
n
> "iaty = 40 x 500% = 40 x 250000 = 10000000.
k=1
Therefore,

b 40 x 10000000 — 200002 400000000 — 400000000
vt 40 x 10000000 B 400000000 B

For bursty traffic with 20 packets every 10 s and an intra-burst spacing of 3 ms, each

burst contains 19 short intervals of 3 ms, yielding a burst duration of
19 x 3 = 57 ms.
Since bursts repeat every 10000 ms, the silence between two consecutive bursts is

10000 — 57 = 9943 ms.
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Over a 20-second window, the interval sequence therefore contains 38 short intervals of 3

ms and 2 long intervals of 9943 ms, which gives
n = 40.

Thus,

Z taty = 38 X 3 4+ 2 x 9943 = 114 + 19886 = 20000,
k=1

and

Z iat; = 38 x 3% + 2 x 9943% = 38 x 9 4 2 x 98863249 = 342 + 197726498 = 197726840.
k=1

The resulting burstiness is

b 40 x 197726840 — 200002 7909073600 — 400000000 7509073600
it = = =

= = = =~ 0.949.
’ 40 x 197726840 7909073600 7909073600 0-949

To complement raw window metrics, the dataset also includes temporally smoothed
indicators computed through an exponentially weighted moving average (EWMA). For a
generic metric x;, the EWMA is defined as

Ty = qxy + (1 — Oé)ftfl, (66)

where a € (0, 1] controls the weight assigned to the most recent observation. This operation
is applied to several core indicators, including PDR, duty cycle, transmission attempts,
busy ratio, and queue-loss ratio, thereby complementing raw per-window measurements

with a compact representation of recent history.

EWMA features provide several advantages for both learning and control. First, they
attenuate short-lived fluctuations caused by transient contention, brief interference episodes,
or isolated queue events, thereby reducing sensitivity to noise. Second, unlike a simple
moving average, EWMA preserves recency by assigning larger weights to the most recent
windows, which is desirable in non-stationary wireless environments where the operating
point may evolve over time. Third, EWMA is lightweight to compute online, since only the
previous smoothed value must be retained, making it well suited to constrained monitoring
pipelines. As a result, these features provide a more stable yet still responsive representation

of the recent network state.

Overall, the constructed windowed dataset captures not only instantaneous MAC
behavior, but also the structural role of each node in the routing tree, the temporal
variability of its traffic generation process, and the recent evolution of communication quality.

These complementary dimensions are essential for accurate prediction and recommendation.
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6.2.3 Offline Training and Model Design
6.2.3.1 Prediction Models

The prediction stage estimates short-term network performance from the current observed
state. For each node 4, the model learns a mapping from the current input vector z;; to

the next-window communication outcome.

This formulation is well suited for an orchestrator operating over monitoring windows.
Rather than directly estimating a long-term aggregate, the predictor captures the immediate
effect of the current operating condition on the next observation window. The models are

trained offline using the timing-sweep dataset, and two separate regressors are learned:

PDR 1 = fpar(Ziy), 67
Duty, ;11 = fduty(Zit)-

Two separate prediction bundles are trained offline: a non-bursty (sporadic and periodic
traffic) bundle and a burst bundle. The orchestrator evaluates a runtime burstiness gate
and selects which bundle to use for the current node state. This allows the prediction
mechanism to adapt to different traffic regimes without forcing a single model to explain

both non-bursty and bursty dynamics equally well.

At runtime, the online orchestrator can invoke the predictor in a proactive mode. For

node i, the predictor is rolled over the next H windows to estimate the average short-term

PDR:

55 - 1 5~ 5o (6.8)
it E Z i t+h- .

h=1
The predictor is thus not used as an end in itself, but as an anticipatory mechanism
that alerts the orchestrator before performance degradation becomes clearly visible in the

measured data.

6.2.3.2 Recommendation Models

Whereas the predictor estimates what is likely to happen next, the recommender estimates
which configuration should be applied. The recommendation stage uses recent summarized
observations together with candidate GoMacH settings to identify a control action that
preserves reliability while limiting duty cycle cost. The framework includes two recommen-
dation branches: a Contention Period (CP)-oriented recommender for duty-cycle timing

adaptation and a TDMA-oriented recommender for burst-driven slot allocation.

CP-oriented recommendation. The CP-oriented recommender is trained from sum-
maries computed over the last NV windows. The summary vector includes statistics such

as the mean, minimum, maximum, standard deviation, and last observed value over the
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considered horizon.
Let sg) denote this last-N-window summary vector. The recommender then learns the
mappings
BOR, = guan Ve
7 gpdr(sz7t 707,)7
— ™) (6.9)
DUth = gduty(si,t 7ci)7

where ¢; denotes a candidate GoMacH timing configuration for node 1.

At runtime, the orchestrator first identifies the set of affected nodes, defined as those

whose rolled predicted PDR, over the next H windows falls below the target:
. ———(H)
Ay =1i€N | PDR;; < PDRyarget ( -

A candidate configuration ¢; is considered feasible for node i € A; if

—

PDR; (Cz) > PDRtarget- (610)

Among the feasible candidates, the selected configuration for node i is the one minimizing

the predicted duty-cycle cost:

—

¢ =arg min  Duty,;(¢). (6.11)

Ci eC'L,fcasiblc

If no feasible candidate exists for an affected node, the orchestrator adopts a best-
effort solution for that node, namely the candidate that maximizes predicted reliability

improvement while keeping the duty-cycle increase as limited as possible.

TDMA-oriented recommendation. The TDMA-oriented recommender is activated
only under bursty traffic conditions. Unlike the CP-oriented branch, this recommender
selects a common slot-allocation budget for all participating nodes once the network switches
to TDMA mode. It uses recent burstiness-aware observations and evaluates candidate
values of the global slot-allocation parameter max__slot. In this case, the recommendation

models estimate the expected run-level performance under each candidate allocation:

PDR,; = hpdr(sgf),ma:vislot, bit), ( )
— ’ 6.12
Duty,; = hduty(sg), max__slot, b; ).

The selected TDMA slot-allocation budget is the candidate with the lowest predicted
duty-cycle cost among those satisfying the reliability target for the relevant nodes. Other-

wise, it resorts to a best-effort selection.

In summary, offline learning is the foundation of the proposed control framework,
combining prediction and recommendation models trained from experimental data. The

prediction models provide a short-term view of future network behavior by forecasting next-
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window reliability and duty cycle, which supports proactive detection of degradation. The
recommendation models extend this capability by selecting suitable GoMacH configurations,
either through duty-cycle timing adaptation in general conditions or TDMA slot allocation
under bursty traffic. Together, these two model families transform historical measurements

into actionable intelligence, enabling informed and adaptive runtime control.

6.2.4 Model Families and Performance Comparison

The contribution of this work does not lie in the design of a new machine-learning model, but
in the integration of prediction and recommendation within our framework. Accordingly,
this section evaluates a set of established regression families and retains, for each task—
target pair, the model that offers the best empirical performance. The supervised learning
pipeline compares several regression families because the relationship between the observed
network state and the resulting performance is nonlinear, highly interactive, and variable
across nodes and experimental conditions. The candidate models were selected to cover
complementary inductive biases, ranging from simple parametric formulations to more

flexible nonlinear learners.

Linear models: Ridge and Lasso. Linear regularized models provide useful baselines
because they are computationally efficient, stable, and easy to interpret. However, they
are limited to approximately linear dependencies and therefore cannot fully capture the
complex interactions among MAC timing parameters, traffic load, routing dynamics, and

burstiness-related effects.

Kernel and instance-based models: SVR and KNN. These methods can represent
nonlinear behavior without requiring an explicit global parametric form. Their performance
may nevertheless degrade in heterogeneous feature spaces. In particular, Support Vector
Regression (SVR) is sensitive to feature scaling and may become computationally expensive,
whereas K-Nearest Neighbors (KNN) can suffer when neighboring samples are sparse or

insufficiently representative of the current operating regime.

Neural model: MLP. A multilayer perceptron was also included to assess whether a
generic neural nonlinear approximator could improve performance on the considered tabular
features. Although MLPs can model complex relationships, like all neural networks, they
generally require careful tuning and larger datasets to remain robust, and their advantages

are less systematic on moderately sized structured telemetry data.

Tree-based ensembles and boosting: Extra Trees, GBRT, HGBT, and XGBoost.
These models are particularly well suited to the present problem because the inputs are
structured tabular features with strong interactions and threshold effects. Tree-based

ensembles naturally capture nonlinearities, mixed feature influences, and regime changes
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Table 6.2: Cross-validation MAE (%) of the prediction and recommendation models.

Prediction Recommendation

Model A A
Non-bursty Bursty CP-oriented TDMA-oriented
PDR DC PDR DC PDR DC PDR DC
XGB 8.46 1.93 8.19 1.81 6.11 1.60 4.67 1.43
HGBT 8.42 1.93 8.21 1.84 6.15 1.58 4.71 1.63
GBRT 8.50 1.92 9.01 1.84 6.33 1.65 5.07 1.46
Lasso 8.74 2.08 10.45 2.17 6.53 1.78 5.45 1.71
ET 8.41 1.95 8.82 1.82 6.10 1.58 4.70 1.37
Ridge 8.68 1.93 9.49 2.03 6.31 1.61 5.14 1.52
SVR 9.58 3.03 8.75 2.66 7.15 2.75 5.86 2.50
KNN 9.67 3.80 10.46 3.23 6.96 3.07 5.69 4.06
MLP 9.05 1.96 9.00 2.13 6.93 1.80 5.69 2.08

while remaining effective on moderate-sized datasets. They also offer useful post-hoc

interpretability through feature-importance analysis.

The final model is selected independently for each task—target pair by minimizing the

Mean Absolute Error (MAE) under group-wise cross-validation:

N
1 3 ~
N =1

where N denotes the number of evaluated samples, y; the measured target, and y; its

prediction.

Cross-validation is required because the telemetry samples collected within the same
experiment are not independent: they share the same MAC configuration, routing conver-
gence conditions, traffic setting, and environmental context. To avoid overly optimistic
estimates, each experiment is treated as a distinct group. Let Girain and Giest denote the
sets of experiment identifiers assigned to the training and test folds, respectively. The split

is constrained as

Gtrain N Gtest = (2)7 (6.14)

which ensures that each test fold contains only unseen experimental runs. The evaluation
therefore measures generalization across runs rather than memorization of run-specific

temporal trajectories.

Table 6.2 shows that boosting-based tree ensembles provide the strongest overall per-
formance across the considered tasks. Extra Trees (ET) is selected for non-bursty PDR
prediction, Contention Period (CP) recommendation PDR, and TDMA-slot recommenda-
tion duty cycle; Gradient Boosting Regression Trees (GBRT) for non-bursty duty-cycle
prediction; Extreme Gradient Boosting (XGBoost) for both bursty prediction targets and
TDMA-slot recommendation PDR; and Histogram-Based Gradient Boosting Trees (HGBT)
for CP recommendation duty cycle. Overall, these results indicate that tree-based ensem-
bles constitute the most reliable model family for deployment, although simpler regularized

models can still remain competitive for specific targets. With offline training completed
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and the models selected, the next step is to deploy them online for network monitoring

and MAC-layer reconfiguration.

6.2.5 Online Closed-Loop Management

The online orchestrator integrates monitoring, learning, and reconfiguration at runtime. It
continuously collects measurements from the nodes and constructs an updated state for
each new observation window. This state is then provided to the trained prediction model
in order to estimate the PDR over the next H windows. For each node %, the orchestrator
computes the mean predicted PDR over this horizon and generates a proactive trigger
when ﬁ%x[ < PDRyarget for p (patience) consecutive checks. Requiring p consecutive
violations improves control robustness by preventing reactions to short-lived fluctuations or
isolated degradations. Once this condition is met, the node is considered affected and the
orchestrator invokes the recommendation stage to determine a new configuration expected
to restore the target reliability in a forecast-driven manner. The selected configuration is

then applied to the relevant nodes.

To avoid oscillatory behavior, each node is subject to a ¢ (cooldown) period after
reconfiguration during which further triggers are blocked. This mechanism ensures that the
orchestrator has sufficient time to observe the effect of a previously applied action before

issuing another one.

In addition to prediction-driven reconfiguration, the online orchestrator includes a
burst-protection mode that activates TDMA when contention-based access is no longer
suitable for the current traffic profile. The orchestrator enters the TDMA mode when the
burstiness exceeds a threshold By, for P, consecutive windows on at least a fraction Ryp
of the monitored nodes. Conversely, it exits TDMA mode when the burstiness remains

below By, for Pog consecutive windows on at least a fraction R,g of the monitored nodes.

When TDMA mode is activated, the recommender additionally selects a common
value of max__slot for the participating nodes according to the recent measurements and
burstiness conditions, so as to satisfy the reliability target while limiting the duty-cycle

cost.

This switching behavior can be summarized as

1, if ut4m2 — 0 and the TDMA-on condition holds,
u%irila =140, if ufdma = 1 and the TDMA-off condition holds, (6.15)
uldma otherwise,

where u{4™® € {0, 1} denotes the current MAC operating mode.

Overall, the proposed control framework combines node-specific timing reconfiguration
under contention-based operation with network-wide TDMA activation and a shared

slot-allocation decision under bursty traffic. This design enables the network to react
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Table 6.3: Traffic profiles used in the evaluation.

Profile Initial Config. Phase-1 ‘ Phase-2 ‘ Phase-3
Profile-1 Periodic (interval: 500 ms)
Profile-2 CP =10 ms Periodic Bursty Periodic
CPrax = 30 ms |(interval: 500 ms) |(30 pkts every 20 s) |(interval: 500 ms)
Profile-3 SF =400 ms |Periodic Bursty Periodic
(interval: 1000 ms) (15 pkts every 30 s) |(interval: 1000 ms)

proactively to predicted degradations while adapting its MAC operating mode and slot

allocation to evolving traffic conditions.

6.3 Evaluation

The framework is evaluated through unseen experiments on the SLICES-FR, Grenoble site,
whose node placement and radio environment differ from those used for training, allowing

us to assess generalization to new topologies and conditions.

Figure 6.4: Controlled topology used to evaluate the framework

First, the controlled topology of Figure 6.4 is used, composed of a root (R), an
intermediate parent (P), and five leaves (A—FE). This topology is used to enable interpretable
comparisons across scenarios while preserving fixed structural roles in the routing hierarchy.
Detailed analysis focuses on R, P, and one representative leaf (A), which together capture
the behavior of nodes subject to different forwarding responsibilities. The evaluation is

then extended to a larger heterogeneous deployment.

For the evaluation, three traffic profiles are used across the experiments, as described
in Table 6.3. After a 3-minute warm-up period to allow routing convergence, each profile
consists of three phases that may exhibit different traffic patterns: low-rate periodic traffic,
in which 1-byte UDP packets are generated at a given interval, and bursty traffic, in which
a group of 1-byte UDP packets is generated at a given period. A 3-minute no-traffic
interval is inserted between consecutive phases. In all experiments, the initial duty-cycle
configuration is fixed to C'P = 10 ms, CPyax = 30 ms, and SF = 400 ms.

The evaluation focuses on the closed-loop adaptation logic itself. Communication
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Figure 6.5: Measured versus predicted trajectories for representative nodes: (a) PDR and
(b) duty cycle.

between the nodes and the network orchestrator is assumed to be reliable and is there-
fore considered outside the scope of this study. In practice, the network orchestrator
collects telemetry through the SLICES-FR serial aggregation service and issues runtime
reconfiguration commands accordingly. While this work does not directly rely on the
full FINE-STACK implementation for practical and experimental convenience, it builds
on its core concept of a reconfigurable protocol stack, where network functions can be

dynamically updated at runtime.

To promote reproducibility and support further developments, open-source access is

provided to the dataset, implementation, and evaluation results’.

6.3.1 Prediction Model Performance

The forecasting model is first evaluated over the controlled topology with TDMA disabled.
Profile-2 defined in Table 6.3 is used in a 2.5-hour experiment, with 30 minutes for Phase-1,
60 minutes for Phase-2, and the remaining time for Phase-3. Telemetry is collected every
A = 30 s. During rollout, the predictor is calibrated every k windows; between calibrations,

it relies on its own previously predicted state.

Figure 6.5 reports the case k = 1, i.e., calibration at every window. The predicted

"https://github.com /ahmahmod/ Traffic-aware-mac-control
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Figure 6.6: Impact of the calibration interval k£ on forecasting error. The error increases as
k becomes larger, but remains within an acceptable range.

curves reproduce both the average level and the short-term variations. The bursty phase,
particularly for the leaf A, occasionally produces deep and sharp PDR drops that are more
difficult to predict. Nevertheless, the model still captures the overall degradation pattern
and the changes in averages. This is sufficient for control because the recommender relies

on the average forecast over the next H windows rather than on an isolated point estimate.

Duty-cycle forecasts offer complementary information. Here, duty cycle is used as a
proxy for power consumption, since SLICES-FR does not provide a radio-specific power
measurement tool. The model reproduces the phase-dependent change in radio activity
and also captures the lower duty-cycle baseline observed in the bursty phase. This lower
duty cycle does not reflect higher efficiency; rather, the configured contention period is
insufficient to absorb burst arrivals when TDMA is disabled, so many packets are dropped
before transmission and radio activity decreases. Capturing this joint PDR/duty behavior
is important because it allows the orchestrator to distinguish true efficiency gains from

degraded service.

In practice, frequent telemetry collection may be costly in LLWNs in terms of both
power consumption and bandwidth usage. For this reason, this section also studies how
the accuracy evolves as the calibration interval increases. Figure 6.6 quantifies the effect of
increasing the calibration interval from k£ = 1 window (15 s) to & = 20 windows (300 s).
As expected, the error grows with k because the predictor relies longer on self-generated
states before receiving a measurement-based correction. Nevertheless, the increase remains
moderate. For PDR, the MAE rises from about 10% at short intervals to roughly 12.5%



6. Al-Enabled Traffic-Aware Closed-Loop Orchestration for LLWNs 101

at k = 20. Duty cycle is easier to predict because it reflects aggregated radio activity
over the window and is strongly constrained by the MAC timing configuration, whereas
PDR depends on more stochastic packet-level events such as collisions, retransmission
failures, queue drops, and burst-induced contention. As a result, duty-cycle trajectories
are smoother and less sensitive to abrupt transient losses, leading to a median MAE that
increases only from about 2% to 2.7%. The results indicate that the predictor remains
useful even with relatively sparse calibration, which is important in LLWNs where traffic

monitoring must remain limited.

Overall, the sweep shows that the proposed predictor preserves useful forecasting
accuracy even for relatively large calibration intervals, which is particularly valuable in
LLWNs because it enables a practical trade-off between prediction fidelity and telemetry
overhead. Smaller values of k provide the best responsiveness and accuracy, while larger
values reduce calibration traffic and monitoring cost while still maintaining sufficiently

accurate forecasts for proactive control decisions.

6.3.2 Forecasting-based Recommendation Performance

To isolate the respective effects of recommendation and forecasting, and to highlight
the importance of integrating both for proactive response, this section runs 45-minute
experiments with Profile-1 (Table 6.3) generating low-rate periodic data for the entire
duration. The PDR target is set to 70%.

Figure 6.7 compares: (i) no recommendation and no forecasting; (i7) recommendation
without forecasting, where the orchestrator reacts to measured degradation; and (%)
recommendation with forecasting, where the orchestrator reacts to predicted degradation.
The observation horizon is set to N = 5 and patience p = 3. In the reactive case, the
recommender is triggered when the measured PDR remains below the target over the

observation horizon for p consecutive checks.

Figure 6.7(a) shows that, under the static initial configuration with a periodic duty
cycle of 400 ms, leaf A remains relatively reliable and can sustain one packet every 500 ms.
In contrast, the parent and the root remain well below the target because their forwarding
burden, which includes both their own traffic and that of their descendants, is much higher.
In addition to receiving upstream traffic, the root must continuously exchange routing

information to maintain the topology, which further increases its load.

When recommendation is enabled without forecasting (Figure 6.7(b)), the orchestrator
eventually reconfigures the affected parent and root by reducing the duty-cycle period
to 100 ms, thereby increasing the node wake-up rate and allowing both nodes to recover
to a regime above the target. However, before reconfiguration is triggered, the root and
the parent remain below the target for a substantial period, namely 252.1 s and 249.0 s,

respectively, because the decision remains purely reactive.

The benefit of forecasting is evident in Figure 6.7(c). In this case, the orchestrator
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Figure 6.7: PDR comparison under three scenarios: (a) no recommendation and no fore-
casting, (b) recommendation without forecasting, and (c) recommendation with forecasting.

anticipates degradation and updates the configuration before the moving-average PDR falls
significantly below the target. The root remains below the target for only 62.4 s, while the
parent avoids any sub-target period entirely, corresponding to reductions in degradation
time of 75.2% and 100%, respectively. The few transient windows that still remain below
the target are mainly due to the patience mechanism, since the orchestrator must still wait
for p = 3 consecutive checks before applying the reconfiguration. As a result, the parent
and the root avoid the prolonged sub-target regime observed in the purely reactive case.
These results show that prediction improves the timing of control actions, thereby reducing

both the duration and severity of performance degradation.

Overall, the results demonstrate that dynamic reconfiguration can achieve the target
PDR in low-rate scenarios by adapting duty-cycle timing, without requiring a permanently

active and costly TDMA service.
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Figure 6.8: PDR comparison under mixed traffic profile: (a) without TDMA and (b) with
dynamic TDMA.

This section evaluates adaptability under one-hour experiments with a mixed traffic
pattern defined by Profile-2 (Table 6.3) in the controlled topology. Phase-1 lasts 10 minutes,
Phase-2 lasts 30 minutes, and Phase-3 occupies the remaining time. The PDR target
is set to 70%. Figure 6.8 compares two cases: (i) TDMA unavailable, such that the
orchestrator can only tune the duty-cycle timing; and (7)) TDMA available and activated
when burstiness becomes high, namely when at least 20% of nodes satisfy b;; > 0.5. In the
figures, solid vertical markers indicate duty-cycle timing reconfigurations, whereas dashed

markers indicate TDMA-enabled reconfigurations.

Without TDMA (Figure 6.8(a)), the orchestrator applies duty-cycle timing adaptation,
and the configuration (CP = 10 ms, C'Ppax = 30 ms, and SF = 100 ms) is sufficient
during the low-rate periodic phases. However, the bursty phase generates a large number
of packets that are injected almost simultaneously over a short interval, which creates

sustained queue buildup, repeated channel conflicts, retransmissions, and queue drops at a
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Table 6.4: Comparison of performance under No TDMA, Always-on TDMA, and Dynamic
TDMA.

Metric no TDMA always TDMA dynamic TDMA

PDR (%) 66.4 90.9 85.3
Queue loss (%) 21.8 5.3 5.5
Failure (%) 11.7 3.7 9.2

Duty-cycle (%) 18.7 36.5 25.5

rate that exceeds the ability of duty-cycled contention-based medium access to absorb them.
As a result, all nodes fall well below the 70% target, despite the orchestrator continuing to

apply best-effort contention-parameter updates.

When dynamic TDMA is available (Figure 6.8(b)), the orchestrator applies duty-cycle
timing adaptation during the low-rate periodic phase, but it switches to TDMA during the
bursty phase and selects a suitable allocated number of slots maz__slot = 30. Reliability
then recovers rapidly to a regime close to or above the target because scheduled access
reduces contention and serves queued burst packets more deterministically. Once traffic
returns to periodic operation, TDMA is disabled and the previous configuration is restored.
Later reconfigurations may be applied either with the same parameters to include newly

affected nodes or with a completely new configuration.

To highlight the importance of dynamically reconfiguring the contention-based duty
cycle timing and enabling TDMA only when contention-based access becomes insufficient,
Table 6.4 compares the PDR and duty cycle of three scenarios: TDMA permanently
disabled, TDMA permanently enabled, and our framework, in which TDMA is activated
dynamically only when needed. Without TDMA, the network cannot achieve the 70%
target because the bursty phase generates a substantial queue loss that cannot be handled
by reconfiguring only contention-based duty-cycle access. Always-on TDMA achieves the
highest PDR and the lowest queue loss, but at a substantially higher duty-cycle cost,
almost twice that of the No TDMA scenario.

In contrast, our dynamic-TDMA framework achieves the target by enabling TDMA only
when necessary: it reaches queue-loss levels close to those of the always-on TDMA case
while reducing the duty-cycle cost by 30.13% relative to permanent TDMA. These results
show that TDMA should not remain permanently disabled or permanently enabled; rather,
it should be activated selectively during bursty periods and released when contention-based
operation becomes sufficient again. This is justified by the synchronization overhead of
TDMA, which may become comparable to the effective data traffic in low-rate scenarios,

resulting in longer radio activity and higher power consumption.
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Figure 6.9: Global average PDR in the 50-node heterogeneous topology under both closed-
loop dynamic control and static configuration.

6.3.4 Scalability over a Large Heterogeneous Topology

This section evaluates the scalability of the proposed framework on a larger multi-hop
deployment with greater topology heterogeneity, forwarding asymmetry, and different QoS
levels. The largest connected 50-node subset at the Grenoble site is used, where nodes form
routes to the root over 1-4 hops. The network runs for one hour under the mixed traffic
Profile-3 (Table 6.3). Phase-1 lasts 10 minutes, Phase-2 lasts 30 minutes, and Phase-3 covers
the remaining time. The PDR target is set to 80% to validate adaptability to different
QoS levels. Two scenarios are compared: (i) dynamic configuration using the proposed
framework and (7i) a static configuration without TDMA and runtime reconfiguration. This
section reports only PDR results in this experiment, as duty-cycle values exhibit strong
spatial and temporal heterogeneity across nodes in this irregular multi-hop topology, which

makes aggregate statistics such as mean values and confidence intervals non-informative.

Figure 6.9 reports the global average PDR with its standard deviation, together with
the runtime reconfiguration actions applied during dynamic operation. At the beginning of
the initial periodic phase, several nodes trigger duty-cycle timing updates to accommodate
the generated traffic. After this initial adjustment, reconfiguration becomes more selective
and mainly targets forwarding nodes, allowing the network to maintain the target PDR
with lower variability than in the static scenario. When the bursty phase begins, the
orchestrator issues a global TDMA-enabled update with a common slot-allocation budget
max__slot = 100, which keeps the average PDR above the target. By contrast, the static
configuration suffers a severe degradation during the bursty phase. After the bursty phase,
TDMA is disabled again, and only occasional duty-cycle timing updates are applied. This
behavior illustrates the two complementary adaptation mechanisms at scale: contention-

parameter tuning under moderate load to limit energy cost, and TDMA switching under



6. Al-Enabled Traffic-Aware Closed-Loop Orchestration for LLWNs 106

burst-induced stress to preserve reliability. Quantitatively, the static configuration spends
31.7% of the experiment below the target PDR, whereas the proposed framework reduces
this duration to 14.6%.

Taken together, these results show that the proposed framework remains effective in a
larger and more heterogeneous multi-hop setting and adapts its decisions to both evolving

traffic conditions and topology-dependent forwarding load.

6.4 Conclusion

This chapter presented the control loop responsible for collecting metrics, predicting network
degradation, and computing new configurations, thereby providing the missing building
blocks required for FINE-STACK to achieve a complete network stack reconfiguration
architecture. It uses per-node telemetry to capture communication quality, topology-
dependent forwarding burden, and traffic burstiness, then exploits learning-based models
to forecast short-horizon PDR and duty-cycle evolution and to select suitable MAC-layer
configurations at runtime. In this way, the proposed approach supports contention-based
duty-cycle timing adaptation under moderate traffic and TDMA-oriented protection under

bursty traffic.
The experimental results on the SLICES-FR testbed showed that the proposed frame-

work remains effective on unseen deployments with different topological and radio conditions.
The forecasting results demonstrated that the predictor captures the main evolution of
both PDR and duty cycle across periodic and bursty phases while remaining useful even
when calibration becomes less frequent. The online results further showed that integrating
forecasting with recommendation improves the timing of runtime actions and reduces the
duration of sub-target operation compared with purely reactive control. Under mixed
traffic, the framework adapted its MAC operating mode according to the traffic regime:
contention-based timing adaptation was sufficient during low-rate periodic phases, whereas

TDMA activation became necessary during bursty phases to restore reliability.

This chapter focused on MAC-layer reconfiguration because of its central role in balancing
the capacity-energy trade-off. It also emphasized the integrated architecture of real-time
measurement collection, forecasting, recommendation, and runtime reconfiguration, rather
than the design of the machine-learning models themselves. Future work may extend the
configuration space beyond the MAC layer to other layers, such as routing, in order to
achieve full-stack recommendation and cross-layer optimization. In addition, investigating
online learning models that continuously retrain after deployment could improve long-term

adaptability under evolving network conditions.
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This thesis aimed to advance LLWNs toward practical network programmability by
narrowing the gap between flexibility and efficiency and by making frequent, semantic,
and automated runtime reconfiguration feasible on highly constrained IoT devices. To this
end, it proposed a network framework that represents a shift from hardware-centric to

software-driven networking, paving the way for fully programmable wireless networks.

7.1 Thesis Contributions

This thesis provides three progressive contributions, as follows:

Modular Network Stack Design. Chapter 4 presented the first contribution, which
introduced a modular network-stack design for constrained LLWN devices. Instead of
treating the communication stack as a monolithic firmware component, the proposed
architecture decomposes protocol functionality into lightweight virtual functions (VFs).
FEach VF implements a specific network function and can be independently installed,
updated, replaced, or reused. This design enables fine-grained programmability at the

level of network functions rather than at the level of complete firmware images or coarse

108
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protocol modules. This contribution shows that selective runtime updates can be made
practical on constrained devices. By updating only the modified function, the proposed
architecture significantly reduces update size and update time compared with full-image
OTA updates. It also avoids unnecessary replacement of unchanged parts of the system

and reduces the amount of traffic injected into the LLWN during maintenance operations.

The contribution was validated progressively through the implementation of concrete
protocol functions using the VF-based design. First, UDP was decomposed into lightweight
functions for packet transmission and reception, showing that transport-layer functionality
can be modularized and updated selectively. The approach was then extended to RPL,
where the routing protocol was decomposed into several VFs responsible for distinct
control plane operations, such as processing routing messages and managing routing-state
transitions. These implementations demonstrate that VF-based programmability is not
limited to simple application-level extensions, but can also be applied to core network-stack

functions.

Hybrid Control Plane Deployment. The second contribution, presented in Chapter 5,
augmented the modular network-stack design with flexible control plane deployments,
especially hybrid deployments. This contribution showed that efficient updates are not only
a matter of reducing binary size. Runtime updates of network protocols must also account
for the meaning of the modified function and the state associated with it. To address this
issue, this contribution introduced state-preserving orchestration through hybrid control

plane deployments.

This idea was evaluated and compared with fully distributed and centralized control
plane models. The distributed model preserves local autonomy and resilience, but may
suffer from slow convergence and local suboptimality [90]. The centralized model enables
global optimization and fast rule installation, but depends strongly on the reliability of the
multi-hop backhaul [18]. The hybrid model combines the advantages of both approaches
by keeping local control plane logic on the devices while allowing the orchestrator to inject

global knowledge, restore state, and accelerate post-update recovery.

The results showed that hybrid deployment was able to achieve near-instant convergence
after updates that would typically require reconvergence in distributed deployments. This
was achieved by saving the network state globally and restoring it after the update, thereby
avoiding the need for lengthy local control plane exchanges. In addition, the hybrid
model demonstrated resilience under intermittent conditions when central optimization was
unavailable by relying on local control planes to maintain connectivity and avoid service

interruptions.

Self-Adaptive and Proactive Network Reconfiguration. Chapter 6 presented the
third contribution, which focused on the automation of network updates. This contribu-

tion addressed the performance-optimization problem under changing traffic regimes and
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heterogeneous forwarding roles by proposing a foundation for an Al-based orchestration
framework for the MAC layer in LLWNs. The main goal was to balance performance
and power efficiency in multi-hop LLWN topologies, where some forwarding nodes carry
more traffic than other nodes and therefore experience different operating conditions.
The proposed closed-loop framework combines runtime monitoring, short-horizon fore-
casting, recommendation, and online reconfiguration. It collects per-node telemetry to
characterize communication quality, forwarding burden, traffic burstiness, and current
MAC behavior. Learning-based models then forecast near-future performance and power-
consumption evolution. Based on these forecasts, the orchestrator recommends suitable
MAC-layer reconfigurations, including duty-cycle timing adaptation under moderate traffic

and TDMA-oriented protection under bursty traffic.

The evaluation showed that forecasting improves the timing of runtime decisions
compared with purely reactive control. Instead of waiting for performance degradation to
become severe, the orchestrator can anticipate near-future drops in performance and trigger
reconfiguration earlier. The results also showed that the framework adapts its control
strategy to the traffic regime. During periodic or moderate traffic phases, contention-based
timing adaptation is generally sufficient and avoids unnecessary duty-cycle costs that
can result from running TDMA continuously. During bursty phases, TDMA activation
becomes necessary to restore reliability. This contribution therefore completes the thesis
by adding intelligence to the orchestration layer, transforming programmable updates into

an automated control loop.

7.2 Limitations and Perspectives

Revisiting the contributions of this thesis, which are distributed between the LLWN devices
and the orchestrator as illustrated in Figure 1.2, several limitations remain and open

promising directions for future research for each aspect of the proposed framework.

7.2.1 Modular Network Stack

Network-dedicated virtualization technique. This thesis adopted Femto Con-
tainer [88] as the virtualization technique used to host virtual functions, although it
was not originally designed for network-stack execution. This choice introduced several
practical limitations during the implementation of UDP and RPL as VFs. First, each
VF had to interact with internal operating-system structures through explicitly defined
interfaces, because direct access to data structures, packet buffers, timers, routing tables,
and MAC- or network-layer state is restricted. Second, protocol structures often had to
be redefined or duplicated across different VFs, increasing code size and creating a risk
of inconsistency with the native stack. Third, the separation between VFs prevents some

compiler optimizations that are available in monolithic implementations, such as global
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optimization across shared data structures. As a result, these constraints may increase

memory usage, processing overhead, and timing overhead.

Future work should therefore investigate virtualization techniques specifically designed
for network functions in constrained devices. Such a network-dedicated virtualization layer
should provide stable access to common packet, timer, neighbor, routing, queue, and radio
abstractions; shared protocol headers and data structures to avoid duplication; and, when
possible, safe access to packet buffers. It should also include network-aware verification
mechanisms capable of checking not only memory safety, but also compatibility with
timing constraints and update dependencies. These improvements would reduce execution
overhead, code size, and development complexity, while making VF-based network-stack

programming more systematic and efficient.

Network-stack granularity and protocol scope. The limitations of the adopted
virtualization technique also raise a broader scientific question: how should protocol func-
tionality be decomposed into VFs? The thesis validated the approach with UDP and RPL,
which represent transport- and network-layer protocols where packet processing, control-
message handling, and state management can be separated into relatively well-defined
functions. In these cases, the VF-based design remains manageable and demonstrates the
feasibility of modular network-stack programmability. However, this does not imply that
the same decomposition strategy can be applied uniformly across all protocol layers. Very
coarse-grained VFs reduce flexibility and make updates closer to classical module replace-
ment, whereas overly fine-grained VFs may increase interaction overhead, state-sharing

complexity, timing overhead, and management cost.

This trade-off becomes even more critical at lower layers. MAC-layer functions interact
directly with duty cycling, queues, retransmissions, contention periods, radio wake-up
schedules, and sometimes TDMA slot boundaries; therefore, their VF-based implementation
must preserve strict timing behavior and avoid excessive execution overhead. The validation
of the UDP and RPL protocols covers important transport and routing behaviors, but they
do not exhaust the full diversity of LLWN protocol stacks. Future work should extend
the VF-based approach to additional protocols and layers. It should therefore define a
systematic methodology for selecting VF boundaries according to update frequency, state
dependencies, timing sensitivity, expected reuse across protocols, and degree of hardware
dependence. Such a methodology would make it possible to characterize, in a formal and
reproducible way, the trade-off between programmability, resource overhead, update size,
and runtime performance, while also identifying which lower-layer functions can be safely

virtualized and which should remain native.

7.2.2 Update Management

Robust orchestration and update strategy. The proposed update mechanism uses a

coordinated install-and-activate procedure, but it assumes a reliable backhaul channel with
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the orchestrator. In practice, however, update robustness depends strongly on how the
management plane is deployed. If update traffic shares the same wireless resources as ap-
plication and control/management traffic, LLWNs may experience delayed update delivery,
intermittent connectivity, temporary partitions, and update failures. Future work should
therefore investigate robust update strategies under unstable network conditions, including

retransmission tuning, staged rollouts, opportunistic retries, and delayed activation.

A complementary direction is to study dedicated management-plane resources, such
as reserved time slots, prioritized management traffic, or separate channels for update
dissemination. Such mechanisms could improve update reliability and reduce interference
with application traffic, but they also consume scarce communication resources and may
reduce the capacity available for normal data forwarding. Therefore, the design of the
management plane should explicitly balance update reliability, data-plane performance,

and energy cost.

Another important challenge concerns partial updates and network consistency. If
only a subset of nodes successfully installs a new configuration, the network may become
partitioned or temporarily contain incompatible protocol behaviors. For example, some
nodes may switch to a new routing mode or MAC configuration while their neighbors
continue to operate with the old one. Future work should therefore define partition-
aware activation policies, version-compatibility rules, safe fallback modes, and consistency
checks before activation. Such mechanisms would strengthen the operational reliability of

programmable LLWNs in long-term deployments.

Coordination between local and global control planes. One limitation of the
proposed hybrid control plane deployment is the possibility of conflicts between global
and local decisions. Since both the orchestrator and the local control plane may influence
the same forwarding, routing, or scheduling state, inconsistent decisions may arise if their
responsibilities are not clearly coordinated. For example, the orchestrator may install a
globally optimized rule based on its network-wide view, while a local control plane protocol
may later modify this rule according to local link-quality variations or neighborhood
conditions. This can create an oscillatory overwrite effect, where global and local decisions
repeatedly override each other. Although this thesis introduced state restoration after
updates, a complete conflict-resolution framework between global and local control plane

decisions remains an open research direction.

Future work should therefore investigate closer coordination between the two control
planes. One possible direction is to define authority and priority rules that specify which
decisions can be modified locally and under which conditions. For instance, local control
could be prevented from overriding globally installed decisions unless the global rule becomes
obsolete or connectivity with the orchestrator is interrupted. Such coordination could
be supported through rule lifetimes, versioning, fallback policies, and explicit ownership

of network state. This would allow the hybrid model to preserve the benefits of global
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optimization while maintaining the responsiveness and resilience of local control in an

efficient way.

7.2.3 Update Automation

The third contribution uses learning-based forecasting and recommendation to support
MAC-layer adaptation. However, the action space can be extended beyond the current
timing and TDMA-oriented configurations. Future work should consider larger datasets with
a greater diversity of configurations, traffic profiles, topology conditions, and performance
metrics. At the MAC layer, reconfiguration could include richer scheduling policies,
contention parameters, slot-allocation strategies, and duty-cycle mechanisms. Beyond
the MAC layer, the configuration space could also be extended to other layers of the
network stack, especially routing. For example, the recommender could jointly select MAC
parameters and routing configurations according to predicted forwarding burden, link
quality, traffic regime, and reliability requirements. This would move the framework from

MAC-layer adaptation toward full-stack recommendation and cross-layer optimization.

Such an extension is particularly relevant in LLWNSs because performance degradation is
rarely caused by a single layer in isolation. Routing decisions influence forwarding load and
congestion at intermediate nodes, while MAC-layer configurations determine whether this
load can be served efficiently. A cross-layer recommender could therefore decide whether a
performance issue should be addressed by adapting MAC timing, enabling TDMA-oriented
protection, changing routing behavior, redistributing forwarding load, or combining several
actions. This would provide a more complete automation framework in which runtime
updates are selected according to the global state of the network rather than according to

a single protocol or layer.

Developing a dedicated machine-learning model for decision-making was beyond the
scope of this contribution. Future work should also investigate learning models that improve
after deployment. The current approach relies on models trained offline on experimental
datasets, which may limit long-term adaptability when the network evolves beyond the
conditions observed during training. Online learning, continual retraining, or periodic
model adaptation could allow the framework to incorporate new measurements collected
during operation and progressively adapt to changing topology, interference, traffic patterns,
or hardware conditions. Such extensions would improve robustness when the environment
differs from training conditions and would make the closed-loop framework more suitable

for long-term autonomous LLWN operation.

7.3 Concluding Perspective

Nikola Tesla once anticipated that wireless communication would come to mankind “in

its full meaning like a hurricane” [127]. More than a century later, this vision has partly
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materialized through the pervasive deployment of wireless technologies and, in particular,
through the rapid expansion of constrained IoT networks in everyday life. Yet, despite their
growing societal and technological importance, the evolution of these networks remains

largely constrained by their rigid and static design.

Beyond the specific context of low-power and lossy wireless networks, this thesis
contributes to a broader transformation in computer networking: the transition from
fixed protocol implementations toward programmable, composable, and adaptive network
functions. By decomposing protocol behavior into lightweight functional blocks that can
be installed, replaced, combined, and orchestrated at runtime, the proposed approach
introduces a new degree of flexibility into constrained IoT environments. This evolution
echoes the transformation already observed in 5G and cloud-native infrastructures, where
network functions are increasingly software-based, modular, virtualized, and dynamically
managed. In this sense, the thesis opens a path toward a new generation of LLWN
architectures in which even highly constrained devices are no longer bound to static
protocol stacks, but can instead evolve continuously according to application requirements,

network conditions, and long-term sustainability objectives.

As in any research work, the contributions presented in this thesis are subject to
limitations arising from simplifying assumptions, implementation constraints, and experi-
mental conditions. Several issues remain open, as discussed in the previous section, and
further work is required to move from the proposed prototypes toward a fully mature
and general-purpose architecture for programmable constrained networks. Nevertheless,
this thesis establishes important foundations for programmable and adaptive LLWNs by
demonstrating the feasibility of runtime protocol decomposition and intelligent network
adaptation. By making these building blocks available as open source and by identifying
open research directions, this work aims to encourage further contributions from the

research community to this emerging paradigm.

Finally, I hope that the results presented in this thesis will support future research
efforts and contribute to the advancement of low-power and lossy wireless networks and,

more broadly, to the design of adaptive computer networks.
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